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The National Morbidity, Mortality, and Air Pollution Study:
Methods and Methodologic Issues
BACKGROUND
Epidemiologic time-series studies conducted in a
number of cities have found, in general, an association
between daily changes in particulate matter (PM) and
daily mortality counts. These studies, which have
raised concerns about public health effects of particulate air pollution, have contributed significantly to
decisions about regulating PM in the US. However, scientists have pointed out a number of limitations in
these studies that raise questions about the interpretation of the results. They have questioned whether PM
actually causes increased mortality, pointing to differences in results among studies in different locations;
inadequate consideration of other variables, such as
other pollutants, that might account for such an association; and the use of different analytic methods,
yielding different results. Others have also pointed to
the fact that the time-series epidemiologic studies do
not include measurements of each individual’s exposure to air pollutants, and concentration data from
area monitors in the city are used as an approximation
instead. This use of a surrogate may introduce error in
exposure measurement that could account for
observed associations.
Scientists have also suggested that the PM-mortality
association represents premature mortality by only a
few days among those near death. Advancing of death
by only a few days has been referred to as harvesting or
mortality displacement. If associations between
increased mortality and PM reflect solely short-term
mortality displacement, the daily time-series studies
may be showing an effect of limited public health
impact.
As the US Environmental Protection Agency (EPA)
prepares to reevaluate the ambient air standards for
PM in the US, and as other countries are similarly
reviewing the evidence for associations between PM
and mortality, it is important to understand whether
any observed associations might be accounted for by
other pollutants, whether bias in exposure measurements leads to the association, or whether mortality
displacement underlies the association.

APPROACH
In an effort to address the uncertainties regarding
the association between PM and daily mortality, and to
determine the effects of other pollutants on this association, HEI funded the National Morbidity, Mortality,
and Air Pollution Study (NMMAPS). Dr Jonathan
Samet and his colleagues at Johns Hopkins University,
in collaboration with investigators at Harvard University, conducted this time-series study in large cities
across the US where levels of PM and gaseous pollutants were varied. To conduct such a study and to begin
to address issues of exposure measurement error and
mortality displacement, new analytic methods were
needed. This first report includes 5 separate sections
that describe such methods; a second report will
describe the results from applying these methods.
RESULTS AND IMPLICATIONS
Exposure Measurement Error
Dr Samet and his colleagues have advanced our
understanding of the effects of error in measuring pollution in time-series studies. They use a theoretical
model to test systematically what effect the relationship between personal exposure and ambient exposure might have on the observed increase in mortality
associated with PM. The application of this model for
correction requires using both ambient monitoring
data and some personal exposure measurement data
in the same area. Such availability of both types of data
is currently limited to a few locations. The investigators were able to apply one such set of personal and
ambient exposure data as an example. The theoretical
and actual analyses generally appear to refute the criticisms that exposure measurement error could explain
the associations between PM and adverse health
effects. The general absence of measured exposure
data, however, precludes making firm conclusions as
to the specific effects of the errors. HEI, EPA, and other
organizations are currently funding research to obtain
more exposure data that should lead to more confident specific conclusions regarding the effect of any
exposure measurement error.

This Statement, prepared by the Health Effects Institute, summarizes a research project sponsored by HEI since 1996 and conducted by Dr
Jonathan M Samet of Johns Hopkins University School of Public Health, Baltimore MD. The following Research Report contains the detailed Investigators’ Report, Part I, and the Commentary on Part I prepared by a panel of the Institute’s Health Review Committee.
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Mortality Displacement
The investigators’ examination of the role of mortality displacement using 2 different but related statistical approaches is original and suggests that more
than a short-term displacement of mortality is occurring. It remains unclear, however, which component(s)
of the air pollution mix are actually responsible for any
longer-term effect and, given our inexperience with
the methods that focus on the longer time scales, how
the estimates of effect based on these methods should
be interpreted. Broader application of these methods
and the development of new methods are needed to

understand the public health implications more
clearly.
Multicity Analysis Methods
The analytic methods developed to examine multicity mortality are flexible and comprehensive, allowing
a combination of mortality effects across cities and an
exploration of factors that might account for differences in effects seen among individual cities. These
methods also set the stage for further analyses and for
addressing questions that might follow from initial
results.
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PREFACE

ORIGINS AND OBJECTIVES
In 1996, HEI initiated the National Morbidity, Mortality,
and Air Pollution Study (NMMAPS)*, based on the realization that a national study could address one of the
major questions regarding air pollution and daily mortality: whether particulate air pollution is responsible for
the associations between air pollution and daily mortality
that have been observed in multiple studies, or whether
these associations are due, in part or completely, to other
air pollutants. This realization emerged both from the
experience of the Particle Epidemiology Evaluation Project
(PEEP), funded by HEI from 1994 to 1997, and from an
evaluation of the literature at that point, which largely
included studies of single cities.
PEEP was designed to (1) address the replicability and
validity of key epidemiologic studies of particulate air
pollution and daily mortality by conducting detailed
reanalyses of selected data sets, and (2) explore in more
extensive data sets some of the larger scientific and public
health issues raised by the findings of these earlier epidemiologic studies. PEEP investigators, led by Drs Jonathan
Samet and Scott Zeger, successfully replicated the numerical results of the earlier studies, including the previously
reported associations between total suspended particles
(TSP) and daily mortality in Philadelphia (Schwartz and
Dockery 1992). More detailed analysis of the Philadelphia
data led Samet and Zeger to conclude, however, that the
associations with air pollution in that city could not be
attributed to particulate air pollution alone. In its Commentary on the contributions and limitations of PEEP
(Samet et al 1997), the Oversight Committee concluded:
“Although individual air pollutants (TSP, SO2, and ozone)
are associated with increased daily mortality [in Philadelphia], the limitations of the … data make it impossible to
establish that particulate air pollution alone is responsible
for the widely observed associations between increased
mortality and air pollution in that city. All we can conclude is that it appears to play a role. … Ultimately, it will
require joint analyses of data from multiple cities with different copollutant correlations … to address further the
role of multiple pollutants.”
NMMAPS was also designed to address two additional
issues that complicated interpretation of the results of daily
mortality and air pollution studies considered in PEEP: the
effect of measurement error in exposure estimates on
* A list of abbreviations and other terms appears after the Investigators’ Report.

Health Effects Institute Research Report 94, Part I © 2000

relative risk estimates, and whether any effect of life-shortening (mortality displacement) associated with increased
daily mortality can be removed from estimates of risk associated with air pollution. With regard to exposure measurement error, the Oversight Committee stated in its
Commentary on PEEP that “Errors in exposure measurements as a result of using data provided by centrally
located monitors rather than exposures or doses measured
in individuals, could, in the context of complex multivariable models for daily mortality, affect the relative risk estimates in ways that are difficult to predict. The possibility
of such errors are an important source of uncertainty about
the true magnitude of the estimated effects of individual air
pollutants on daily mortality.” For this reason, the Oversight Committee recommended “… developing models to
assess exposure measurement errors in daily time-series
analyses, and applying those models to a national data set
using more detailed exposure data, if available.”
The extent of life-span reduction associated with pollution-related daily mortality in Philadelphia and other
locales remained unclear. If such reductions were small,
due mainly to the advancement of the date of death for
frail individuals by a matter of days (mortality displacement), then the public health implications would be less
profound. The Oversight Committee remarked that “Estimating the extent of life-shortening caused by short-term
elevations in air pollution remains one of the most important tasks for future studies.” Developing methods for
addressing the questions of whether any excess daily mortality is associated with air pollution only, or of whether
any association largely reflects short-term mortality displacement, became an important methodologic objective
of NMMAPS.
To address these questions, NMMAPS had the following
two broad objectives:
•

To conduct a nationwide study of acute health effects
of air pollution on morbidity and mortality. NMMAPS
is based on data from the US national air monitoring
network provided by the US Environmental Protection
Agency’s (EPA’s) Aerometric Information Retrieval
System (AIRS) database, which contains information
on particulate matter less that 10 g in aerodynamic
diameter (PM10) and other criteria pollutants from
1987 to 1994, as well as from information on health and
the population from the National Centers for Health
Statistics, the Health Care Financing Administration,
and the US Census. NMMAPS evaluates two issues:
(1) air pollution and daily mortality in the 20 and
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90 largest US cities, and; (2) daily hospital admissions
of the elderly ( 65 years old) in 14 US cities with daily
measurements of PM10. A combined analysis using
daily mortality and hospital admissions in the same
cities is planned.
•

To develop the statistical and epidemiologic methods
required for data analysis and interpretation of results
from such an investigation. NMMAPS investigators
have developed methods for combining the evidence
across multiple locations and for assessing the impact
of exposure misclassification on the estimated association between daily mortality and air pollution. They
have also developed approaches that begin to answer
the question of whether or not the excess daily mortality that has been associated with air pollution reflects
only, or largely, small reductions in survival among
frail individuals.

NMMAPS focuses on the acute health effects of particulate air pollution, measured as PM10. Its design, however,
was intended by the investigators also to provide a framework for the study of pollutants other than particles.

PARTICIPANTS AND CONDUCT
NMMAPS has been conducted by a team of investigators
from the Johns Hopkins School of Public Health, led by
Principal Investigator Jonathan Samet and including Drs
Scott Zeger and Francesca Dominici. As discussed above,
Samet and Zeger had conducted PEEP, from which
NMMAPS developed. The Johns Hopkins investigators
were responsible for the design and analysis of the mortality component of NMMAPS. They have worked in collaboration with Drs Douglas Dockery and Joel Schwartz of
the Harvard School of Public Health on methods for
addressing mortality displacement and measurement
error. Dockery and Schwartz designed and conducted the
morbidity analyses.
NMMAPS has been overseen by the same Oversight
Committee that worked on PEEP, on HEI’s behalf. This
committee, chaired by Dr Gerald van Belle of the University of Washington, comprises leading experts in epidemiology, biostatistics, pulmonary medicine, and aerometric
measurement. The Oversight Committee was responsible
for working with the investigators to develop, and ultimately to approve the analytic plan that has guided
NMMAPS from its inception.
As the analytic plan for NMMAPS was being developed,
HEI sought the comments of a broad range of scientists and
technical experts from industry, government, and public
interest groups. To provide continuing updates on the
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progress of the study to these diverse groups, HEI has organized regular presentations of interim results at its Annual
Conference (1997 to 1999), a symposium at the International Society for Environmental Epidemiology (September 1999), and briefings for HEI sponsors (July 1997,
February 1998, and December 1998). Besides providing
interested parties with up-to-date information on the
progress of NMMAPS, these events provided HEI, the
Oversight Committee, and the investigators with valuable
comments and suggestions for their work.

REPORT REVIEW
All HEI reports are reviewed by the HEI Health Review
Committee and external reviewers with relevant expertise
as required by the subject matter of the report. NMMAPS
was reviewed by a Panel that included members of the HEI
Health Review Committee as well as several other individuals with expertise relevant to the methods and analyses
in this report. The Panel also wrote the Commentaries for
Part I and Part II of the NMMAPS report with input from
the full HEI Health Review Committee, members of the
NMMAPS Oversight Committee, and the HEI Research
Committee.

STRUCTURE OF THE HEI REPORT
The results of NMMAPS are presented as two reports.
Part I: Methods and Methodologic Issues comprises a collection of methodologic papers on three topics: (1) measurement error in air pollution exposure, (2) mortality
displacement, and (3) methods for combining the evidence
in multiple locations using Bayesian hierarchical models.
Part II: Morbidity, Mortality, and Air Pollution in the
United States presents the results of analyses of daily mortality in the 20 and 90 largest US cities and in hospital
admissions of the elderly (those 65 years old or older) in
14 US cities.
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THE NMMAPS PROJECT
The National Morbidity, Mortality, and Air Pollution
Study (NMMAPS)* comprises a comprehensive set of
analyses of air pollution, mortality, and morbidity in a
national sampling frame based on the monitoring information maintained in the US Environmental Protection
Agency’s (EPA’s) Aerometric Information Retrieval System
(AIRS). The project is a collaboration between investigators at Johns Hopkins School of Public Health (Drs Samet,
Zeger, and Dominici) and Harvard School of Public Health
(Drs Dockery and Schwartz). The project’s overall objectives lie in the complementary domains of methods development and methods application. This report, the first of
two parts, details the methodologic components of
NMMAPS. Part II provides the substantive findings on air
pollution, mortality, and morbidity (Samet et al 2000).
The objectives for developing specific methodologic
components for NMMAPS are fivefold.
1.

To develop semiautomated or automated approaches
for database construction using databases of the EPA,
the National Center for Health Statistics (NCHS), the

2.

To develop and apply statistical methods for regression analyses of the multisite data, and to develop
spatial time-series methods to estimate spatial maps
of the relative rates of mortality associated with air
pollution, while accounting, as necessary, for the spatial and temporal correlations in the mortality data;

3.

To develop and apply methods that adjust for smooth
trends and seasonality on mortality caused by changing demographics and health behaviors, influenza
epidemics, and other unidentified factors;

4.

To examine the consequences of measurement error in
the exposure variables for assessing pollutant-mortality associations; and

5.

To examine the degree to which pollution-related mortality reduces years of life (mortality displacement).

The objectives for application of methods developed for
NMMAPS are threefold.
1.

To assess the relation between air pollution and mortality in the largest US cities monitored for PM10 from
1987 forward;

2.

To assess the relation between air pollution and morbidity in selected US cities monitored for PM10 from 1987
forward; and

3.

To conduct paired analyses of morbidity and mortality
in the same locations.

* A list of abbreviations and other terms appears on page 13.
The National Morbidity, Mortality and Air Pollution Study: Methods and
Methodologic Issues, Part I of Health Effects Institute Research Report
94, includes a Preface, an Investigators’ Report, a Commentary by the
Health Review Committee and an HEI Statement about the research
project. Correspondence concerning the Investigators’ Report may be
addressed to Dr Jonathan M Samet, Department of Epidemiology, Johns
Hopkins School of Public Health, 615 North Wolfe Street, Ste W 6041, Baltimore MD 21205-2179.
Although this document was produced with partial funding by the United
States Environmental Protection Agency under Assistance Award R824835
to the Health Effects Institute, it has not been subjected to the Agency’s
peer and administrative review and therefore may not necessarily reflect
the views of the Agency, and no official endorsement by it should be
inferred. The contents of this document also have not been reviewed by
private party institutions, including those that support the Health Effects
Institute; therefore, it may not reflect the views or policies of these parties,
and no endorsement by them should be inferred.

Health Effects Institute Research Report 94 Part I © 2000

The design for NMMAPS builds on prior work supported
by the Health Effects Institute in the Particle Epidemiology
Evaluation Project (PEEP) (Samet et al 1995, 1997). This
project was initiated in 1994 with the objectives of validating the data and replicating the findings in several of the
time-series studies of air pollution and mortality reported
during the 1990s. In a second phase, PEEP addressed
several methodologic issues. These included selecting the
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approach for controlling for potential confounding by
weather (Samet et al 1998) and determining the sensitivity
of findings to model-building strategies (Kelsall et al 1997;
Samet et al 1997).
The present project, NMMAPS, evolved from PEEP. The
objectives encompassed methodologic issues that were
persistent sources of uncertainty in interpreting the epidemiologic evidence: mortality displacement and exposure
measurement error. The plan for multicity analyses was
prompted by questioning the rationale for the study locations previously selected and by the prospect of setting
this concern aside with analyses conducted using a
defined sampling frame. Additionally, advances in hardware and software made this type of analysis feasible. The
NMMAPS project was initiated at the end of 1996, as PEEP
was ending.

NMMAPS PART I: METHODS AND
METHODOLOGIC ISSUES
The five sections of Part I address the areas of methodologic concern to NMMAPS.
•

Exposure measurement error (sections 1 and 2) offers
an overall conceptual framework for considering this
methodologic problem and an approach for evaluating and correcting for bias from measurement error.

•

Mortality displacement (sections 3 and 4) offers 2
analytic approaches for assessing the pollution-mortality relationship on different timeframes, including
longer time scales that should be harvesting or mortality displacement–resistant.

•

Methods for multicity analyses of air pollution and mortality (section 5), based on a new hierarchical approach
for combining evidence from multiple locations.

The application of this method to the 20 largest cities in
the US is provided only to demonstrate the method. The
Part II report provides findings from detailed analysis of
mortality data from these 20 cities and an exploration of
heterogeneity in the effect of air pollution on mortality
across the largest 90 cities. The second report also provides findings from analysis of data on hospitalization of
individuals 65 years and older in the files of the HCFA.
EXPOSURE MEASUREMENT ERROR
Observational studies are inherently subject to bias from
misclassification of outcome measures and exposure
variables, whether the exposures are those directly under
investigation or potential confounding or modifying factors.
Although epidemiologic terminology generally refers to
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information bias or misclassification, common statistical
parlance is measurement error, a term that has been used
most often in discussing exposure misclassification in timeseries studies of air pollution. This report uses either the
epidemiologic or statistical terminology, as appropriate. In
studies at the individual level, information bias may have
many sources, including faulty recollection of past events
or other misreporting by participants; problems with interviewing techniques or data collection procedures; and inaccuracy of measuring equipment (such as spirometers to
measure lung function). There is an extensive literature on
information bias in studies conducted at the individual
level. Two reviews of this literature are by Armstrong and
colleagues (1992) and Rothman and Greenland (1998).
Time-series studies of air pollution and mortality and
morbidity are conducted on groups rather than individuals, a design generally termed an ecological study. The
consequences of misclassification in ecological studies
have received less attention because this design is most
commonly used for generating hypotheses rather than
hypothesis testing and risk estimation (Brenner et al 1992;
Rothman and Greenland 1998). Ecological studies, however, have advantages over individual-level studies with
respect to measurement error.
Consideration of the design assumptions of the timeseries studies indicates the potential for their results to be
affected by information bias. In these studies, measurements of concentrations taken at monitors generally sited
for regulatory purposes are used as surrogates for exposures of those persons within the population at risk for
morbidity or mortality. Even the most basic microenvironmental model, however, would show that personal exposures to pollutants such as particles depend on the specific
environments where time is spent, the amount of time
spent in these locations, and the concentrations of pollutant(s) in these environments (National Research
Council [NRC] 1991). We also know that little time is spent
outdoors on average and, consequently, indoor microenvironments contribute substantially to personal exposure for
some pollutants; exposures indoors from outdoor pollutants that have penetrated into indoor spaces are relevant.
When time-series studies on mortality were reported,
exposure misclassification was offered as a severe limitation in interpreting the observational evidence (Lipfert and
Wyzga 1995, 1997). The potential error from using ambient
concentrations measured for regulatory purposes as a surrogate for personal exposure was highlighted. Additionally,
the potential for measurement error to cloud interpretation
of multipollutant regression models was raised because
varying degrees of measurement error for different pollutants might bias effect estimates. In the multipollutant case,
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the consequences for interpreting findings for particulate
matter (PM) indices depend on the relative degrees of measurement error for the pollutants considered in a model and
on the pattern of correlation among the pollutants. The publications cited here and related discussions of the measurement error problem, although appropriately heightening
awareness of this potential problem in the time-series
studies, were not solidly grounded in statistical and epidemiologic theory. Because of the intense focus on these problems at the time NMMAPS was initiated, one of the specific
objectives of the project was to address measurement error
and its consequences in time-series studies of air pollution.
To this end, the NMMAPS investigators, with input from
members of the HEI-appointed Oversight Committee, which
included members of the HEI Research Committee and other
experts, formulated a conceptual framework for the measurement error problem and discussed this framework at a
small workshop held in July 1997. These discussions
evolved into a comprehensive report on measurement
error in time-series studies of air pollution, which appears
as section 1 of this Research Report, “Exposure Measurement Error in Time-Series Studies of Air Pollution.”
Section 1 provides an overview of the main ideas on
exposure measurement error in regression models. There
are 2 types of errors—Berkson and classical—each with
differing implications for interpreting model findings. In
the classical error model, the expectation of the measured
value is the true value, but there is variation—the measurement error—around the true value. In the Berkson error
model, the expectation of the measured values is not the
true value, but the average value of the true values for persons within each stratum of the measured value. The consequences of measurement error in univariate and
multivariate models are also addressed. In the conceptual
framework offered in section 1, 3 components of error are
identified: deviation of individual personal exposure from
the risk-weighted average personal exposure; the difference between the average personal exposure and the true
ambient level; and the difference between the measured
and the true ambient level. The analysis suggests that the
second component, a classical error, is likely to be the
most important source of bias. This framework can be used
as a basis for adjusting for the consequences of measurement error by using data that provide an estimate of the
bias associated with a particular error component.
This possibility of using data from an exposure assessment study to estimate and adjust for bias from measurement error was illustrated using data of the Particle Total
Exposure Assessment Methodology (PTEAM) study
(Ozkaynak et al 1996). PTEAM involved measurement of
personal exposure to PM10 for 178 residents of Riverside,

California. Ambient concentration data were also available
so that the magnitude of the second component of error
could be estimated. The PTEAM data were then used in a
measurement error correction model with mortality data
for Riverside.
This work on exposure measurement error was extended
in section 2 of this Research Report, “A Measurement Error
Model for Time-Series Studies of Air Pollution and Mortality.” Additional data sets including personal exposure
measurements and ambient concentrations were obtained
from the original investigators. An enhanced 2-stage measurement-error correction model was developed that was a
combination of (1) a Bayesian hierarchical generalized
additive model and errors-in-variables for the mortalityambient concentration relationship, and (2) a Berkson
model for the ambient concentration–personal exposure
relationship. This model is also applied as an illustration to
the time series of mortality data from Baltimore.
Together, these 2 sections advance the formulation of the
measurement error problem in time-series studies of air
pollution and offer a measurement error correction model.
These formal analyses of the problem of measurement error
and its implications for interpreting the time-series studies
show that measurement error is not likely to be as severe a
limitation as proposed. In fact, we conclude that the
generic criticism—that measurement errors render the
result of time-series models to be uninterpretable—is incorrect. We have identified 3 measurement error components;
our analysis suggests that the largest biases in inferences
about the mortality relative risk occur due to the classical
error component arising from using ambient concentration
to estimate risk-weighted average personal exposures.
The framework guided the development of an approach
for correcting for measurement error. The critical measurement error component can be estimated by comparing
ambient concentrations to measured personal exposures.
Fortunately, some data sets are available that contain the
needed measurements. The hierarchical model proposed
in section 2 offers a statistical tool for correcting for measurement error using data from personal exposure studies.
The utility of this measurement error model is demonstrated by application to mortality data for Baltimore,
Maryland, in which measurement error tended to blunt the
exposure-response relationship.
Formal conceptualization of the measurement error
problem clarified the data that should be collected for use
in measurement error correction models. We found only
limited data that could be used in the measurement error
model; careful searching uncovered only 5 data sets for
further analysis. Although a number of studies are now in
progress on the relation between personal exposure and
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ambient concentration, most do not have the longitudinal
element needed for measurement error models. The data
requirements of the measurement error models should be
considered when exposure assessment studies are
designed. Our example considered measurement error for
a single pollutant because personal and ambient observations that covered multiple pollutants were not available.
The methods developed and applied here could extend
naturally to the multipollutant case.
The component of NMMAPS directed at measurement
error was motivated by the need to characterize the consequences of exposure measurement error in time-series
analysis and also to develop a systematic framework for
adjusting for measurement error. The regulations of the
EPA are directed at ambient concentrations and not personal exposures. The initial finding that the adjusted effect
using the PTEAM data exceeds the estimate based on
ambient monitoring data does not have immediate regulatory implications. However, varying degrees of measurement error may contribute to heterogeneity of effects
across cities in the United States. We also need to explore
the relations between ambient concentrations and personal exposures for groups considered susceptible to particulate matter.
MORTALITY DISPLACEMENT
The time-series studies of air pollution and mortality
have shown associations between daily death counts, particularly from cardiac and respiratory causes, and levels of
air pollution on the same or recent days. These associations
have been widely interpreted as reflecting the effect of air
pollution on a group of individuals who have heightened
susceptibility because of their chronic heart or lung
diseases. A simple 2-compartment model that divides the
population into a frail group at risk for dying and the
remaining nonfrail persons can represent this characterization of the population. In this simple model, depletion of
the frail pool would reduce the subsequent number of
deaths.
For interpreting the observed associations under the
assumption of a frailty model, an understanding of the
degree of life shortening underlying the associations is
needed. At the extreme, if the effect of air pollution were to
advance the timing of death by only a brief interval, such as
a single day, then the net loss of life would be limited and,
in fact, the time lost might arguably be a time characterized
by a low quality of life for the frail individuals at risk for
dying. The unfortunate term harvesting has been applied to
describe this phenomenon; that is, only extremely frail
individuals die from air pollution, sustaining only a slight
reduction of their life spans (Schimmel and Murawski
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1976). To avoid this somewhat objectionable label, the
phrase mortality displacement has also been used and is
the phrase used in this Research Report. This phenomenon
was raised as a limitation of the findings of daily timeseries studies (Lipfert and Wyzga 1995) and was directly
discussed in the Staff Paper on Particulate Matter prepared
by the EPA (1996). The findings of the long-term prospective cohort studies of air pollution and mortality—the
Harvard Six Cities Study (Dockery et al 1993) and the
American Cancer Society’s Cancer Prevention Study (CPS)
II (Pope et al 1995)—were considered to offer critical evidence counter to the mortality displacement hypothesis.
Other investigators have approached the problem of
mortality displacement. If the association between air pollution and mortality does reflect the existence of a pool of
frail individuals in the population, then episodes of high
pollution that lead to increased mortality might reduce the
size of this pool and subsequent days would then be
expected to show a reduced effect of air pollution. The
occurrence of this phenomenon could be assessed by
testing for interaction between prior high-pollution days
and subsequent pollution exposure on mortality counts;
under the mortality displacement hypothesis, a negative
interaction is predicted. Spix and colleagues (1993) analyzed the daily time series of deaths in Erfurt in the former
East Germany for the period 1980 to 1988. Weak evidence
for this interaction was found. Drs L Cifuentes and LB Lave
(Carnegie-Mellon University, Pittsburgh PA, unpublished
data, 1996) also assumed a frailty model and proposed that
episodes of air pollution involving a high level of pollution
followed by a low level would have a profile of mortality
that was initially high and was then below expectation
because of the depletion of susceptible individuals. They
also found evidence for mortality displacement, applying
this approach to data for Philadelphia for 1983 to 1988.
Spix and colleagues (1993) proposed a 1-step Markov chain
model and demonstrated that the pollution relative risk
estimates from Poisson regression are biased about 10% to
30% by mortality displacement. Smith and colleagues
(1997) used a 2-compartment model with the additional
assumption that both the risk of becoming frail and the risk
of death may depend on air pollution.
To date, these methods have had limited application and
the degree of mortality displacement in the effects estimated in the daily time-series studies remains unresolved.
In NMMAPS, a conceptually different approach that uses
the daily time-series data to assess associations on short
and long time scales was proposed. Two closely related
methods for analysis of daily time-series data were developed, both testing for air pollution–mortality associations
on varying time scales. The approaches are unified by the
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underlying concept that mortality displacement should
introduce association on shorter time scales while longer
time scales should be mortality-displacement–resistant. In
section 3, “Mortality Displacement–Resistant Estimates of
Air Pollution Effects on Mortality,” Zeger and colleagues
conducted a simulation study using 3 time series of mortality generated with differing underlying assumptions
about the length of residence time spent in the frail state—
3, 30, and 300 days—but assuming the same relative risk
from pollution. The correlation between the number of
deaths and the particle index became nonnegligible only at
time scales less than about twice the mean residence time.
Thus, mortality displacement introduces association
between mortality and pollution only at shorter time
scales.
In the approach developed by Zeger, Dominici, and
Samet and described in section 3, frequency domain loglinear regression (Kelsall et al 1997) was used to decompose
the information about the pollution-mortality association
into distinct time scales. This technique, developed and
applied to air pollution and mortality as a part of PEEP,
decomposes the air pollution series and the mortality series
into distinct component series so that associations between
pollution and mortality can be calculated for each time
scale. Under the mortality displacement hypothesis, we
expect to find an association only on short time scales if
mortality displacement is the only cause of the pollutionmortality association.
As described in section 4, “Mortality Displacement and
Long-Term Exposure Effects Related to Air Pollution and
Mortality,” Schwartz used Cleveland’s STL (seasonal and
trend decomposition using LOESS [locally weighted
smoother]) filtering algorithm to separate the time series of
daily deaths, air pollution, and weather into long wavelength components, midscale components, and residual
very short time scale components. Associations in the long
wavelength components of the data were assumed to represent effects of time trends and seasonal fluctuations, and
short-term components were assumed to reflect short-term
mortality displacement. The long-term component was set
aside by using a LOESS smooth, a weighted moving regression, with a window of 120 days. The remaining, midscale
information was used to assess the association between air
pollution and mortality without confounding from longerterm effects or liability to detecting mortality displacement.
The midscale components were examined with smoothing
windows of 15, 30, 45, and 60 days.
In this report, the 2 methods have the same underlying
analytic principle: decomposition of the daily time-series
data into its shorter- and longer-term components. Zeger
and colleagues (section 3) apply frequency domain

regression to data for Philadelphia, 1974–1988, while
Schwartz (section 4) uses data for Boston, 1979–1986.
These new methods complement prior approaches. In this
report, we present these methods and illustrate their
application.
In NMMAPS, we have developed 2 conceptually similar, albeit computationally distinct, approaches for testing
for effects of air pollution on mortality on time scales not
affected by mortality displacement. Zeger and colleagues
show, using a simulated example involving a simple
2-compartment frailty state model, that mortality displacement does not produce associations on time scales longer
than about twice the mean residence time in the frail pool.
Consequently, effects of air pollution on mortality that are
demonstrated on longer time scales should not reflect
mortality displacement alone. The frequency domain
regression approach used by Zeger and colleagues
involves a continuous decomposition of the data into distinct time axes. Schwartz uses a filtering algorithm, the
STL algorithm, to separate the time-series information into
long, mid, and very short time-scale components.
The two methods are closely related. The Zeger and
colleagues method gives a continuous smooth estimate of
relative risk as a function of time scale. It can be averaged
over distinct ranges of the time-scale to produce the long,
mid, and short time-scale components used by Schwartz.
Alternately, Zeger and colleagues’ relative risk function
can be averaged over a predetermined range of longer time
scales, omitting the shorter scales where mortality
displacement will create associations, to obtain the displacement-resistant estimator of pollution effects. The
Schwartz approach has the advantage of being easy to
implement with standard software. Both of the approaches
discussed here are distinct from the approaches of Spix
and associates (1993) and Smith and coworkers (1997),
who attempt to make inferences about the size of the frail
population using parametric latent variable models.
Zeger and colleagues apply their method to the previously analyzed data for Philadelphia, 1973 to 1988 (Samet
et al 1997). They implement frequency-domain linear
regression, while adjusting for temperature and dew point
and longer-term trends following the approach of the earlier
analysis. In the Philadelphia data, they find little evidence
for mortality displacement in assessing the effect of particulate matter less than 10 g in aerodynamic diameter (PM10).
In fact, the association is present on longer time scales and
tends to diminish at the shorter time scales on which mortality displacement would operate.
In section 4, Schwartz applies his method to data for the
city of Boston from 1979 to 1986. The pattern of midscale
associations varied by cause of death. The pattern of variation
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of the 4 estimates of risk at the various smoothing frequencies
was taken as an indication of the presence of mortality displacement. An effect that diminished from the shorter-term
to the longer-term scales was interpreted as evidence for mortality displacement, while persistent or increasing effects at
the longer-term scales were interpreted as an effect beyond
mortality displacement. The pattern for chronic obstructive
pulmonary disease (COPD) was consistent with mortality
displacement; the pattern for pneumonia was consistent with
both some mortality displacement and a longer-term effect;
and the patterns for ischemic heart disease and total mortality were consistent with longer-term effects without evidence for mortality displacement. The equivalent pattern for
total mortality was observed with frequency domain regression in the analysis of Philadelphia data reported in section 3.
These 2 sections demonstrate analytic methods that can
be used to detect the presence of mortality displacement
and to gauge the extent to which associations found with
conventional time-series methods reflect mortality displacement versus longer-term effects. Evidence was found
in Philadelphia and in Boston that associations of particle
indices with mortality did not represent mortality displacement alone. The next steps include applying these
methods to other locations and developing a 2-stage analog
of frequency domain regression to assess mortality displacement more powerfully by combining evidence from
multiple locations. Additionally, more formal comparisons of the two methods described in this report, to each
other and to other approaches, are needed to determine the
most informative approaches for assessing mortality displacement.
MULTICITY MODELS: COMBINING EVIDENCE FROM
MULTIPLE LOCATIONS
The evidence on particulate air pollution and mortality
that initially renewed public health concern about the
adverse health effects of air pollution came from time-series
analyses of data from single cities. The locations had been
selected primarily on the basis of historical precedent as in
London (Schwartz and Marcus 1990), data availability as in
Philadelphia (Schwartz and Dockery 1992), or pollution or
source characteristics as in Santa Clara (Fairley 1990). The
generality of evidence from these locations was uncertain,
but subsequent studies were consistent with the initial
reports in spite of variation in the methods of the studies
(Dockery and Pope 1994). Little evidence of heterogeneity
was found with meta-analysis of effect estimates in studies
published through 1994 (Dockery and Pope 1994; Schwartz
1994), and summary estimates for the effect of particulate
matter on mortality were statistically significant. Nonetheless, critics continued to question the interpretation that
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this evidence was indicative of an effect of particles specifically rather than of air pollution generally (Moolgavkar and
Luebeck 1996; McClellan 1997).
Concern about the representative nature of findings in
particular locations can be addressed by selecting multiple
study locations from a defined sampling frame. This
approach was followed in NMMAPS, which used all cities
in the United States with PM10 monitors as the sampling
frame. This design set aside concern as to the representative nature of the study locations. The design also brought
heterogeneity in the levels of pollutants other than PM10
and thereby facilitated exploration of the independence of
the PM10 effect.
This approach was anticipated in the multicenter European study, Air Pollution and Health: A European Approach (APHEA) (Katsouyanni et al 1997; Touloumi et al
1997). In APHEA, 12 cities were selected from both western
and central Europe, although not on a systematic basis. Data
on particulate air pollution and daily mortality were analyzed according to a standardized protocol. Model estimates
from the individual cities were pooled as the weighted
means of the regression coefficients, and heterogeneity
among cities was explored using a random effects model.
In NMMAPS, we developed hierarchical regression
models for combining estimates of the pollution-mortality
relation across cities. The analysis proceeded in 2 stages.
Given a time series of daily mortality counts in each of
3 age groups, we used generalized additive models (Hastie
and Tibshirani 1990) to estimate the relative change in the
rate of mortality associated with changes in the air pollution variables, controlling for age-specific longer-term
trends, weather, and other potential confounding factors,
separately for each city. We then combined the pollution
mortality relative rates across the cities using a Bayesian
hierarchical model (Lindley and Smith 1972; Morris and
Normand 1992). This approach allowed us to obtain an
overall estimate and to explore whether some of the
geographic variation can be explained by site-specific
explanatory variables.
In section 5, “Combining Evidence on Air Pollution and
Daily Mortality from Twenty Largest US Cities,” we offer a
comprehensive description of the analytic approach and
demonstrate its application. NMMAPS Part II will provide
the findings from the proposed sampling frame of 90 cities.

CONCLUSIONS
NMMAPS represents a comprehensive research program
on time-series analysis of data on air pollution and morbidity and mortality. Its elements include the development
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of a conceptual framework for the problem of measurement
error and of a related measurement error correction model,
consideration of informative analytic approaches to
assessing the extent of mortality displacement, and the
development of analytic methods for carrying out multicity
analyses. These elements are the subject of this report; the
second report will cover the multicity morbidity analyses.
To summarize briefly, the evaluation of measurement
error and its consequences shows that the critical component of error would tend to blunt effects; if appropriate
personal exposure data are available, a correction for bias
can be made. Two conceptually linked methods for
addressing mortality displacement were developed and
applied. Findings in Philadelphia and Boston indicated
associations on longer, mortality displacement–resistant
time scales. A new method for multicity analysis was
developed and its potential shown by analysis of data for
20 US cities.
The findings in this report indicate a number of informative applications and extensions of the NMMAPS methodology:
•

optimization of the design of exposure assessment
studies for measurement error correction;

•

application of the frequency domain regression
method and the STL algorithms to data from additional cities; and

•

periodic multicity analyses for surveillance of changing effects of air pollution.
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Section 1: Exposure Measurement Error in Time-Series Studies
of Air Pollution
Scott L Zeger, Duncan Thomas, Francesca Dominici, Jonathan M Samet, Joel Schwartz,
Douglas W Dockery, and Aaron Cohen

ABSTRACT
Misclassification of exposure has long been recognized
as an inherent limitation of epidemiologic studies of the
environment and disease. For many agents of interest,
exposures take place over time and in multiple locations;
accurately estimating the relevant exposures for an individual participant in epidemiologic studies is often
daunting, particularly within the limits set by feasibility,
participant burden, and cost. The problem of measurement
error is well recognized, and researchers have taken steps
to deal with its consequences by limiting the degree of
error through the design of a study, estimating the degree
of error using a nested validation study, and making
adjustments for measurement error in statistical analyses.
Section 1 sets out a systematic conceptual formulation
of the problem of measurement error in epidemiologic
studies of air pollution and considers the consequences of
measurement error within this formulation. When possible, available data were used to make simple estimates of
measurement error effects.
The introduction to section 1 presents an overview of the
main ideas on measurement errors in linear regression, distinguishing 2 extremes of a continuum: Berkson from
classical type errors, and the univariate predictor from the
multivariate predictor case. We then propose a single conceptual framework for evaluation of measurement errors in
the log-linear regression used for time-series studies of
particulate air pollution and mortality, identifying 3 main
components of error. We also present new simple analyses of
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data on exposures of particulate matter less than 10 µm in
aerodynamic diameter (PM10)* from the Particle Total Exposure Assessment Methodology (PTEAM) study (Ozkaynak et
al 1996). Finally, we summarize open questions regarding
measurement error and suggest the kind of additional data
necessary to address them.

INTRODUCTION
Misclassification of exposure has long been recognized
as an inherent limitation of epidemiologic studies of the
environment and disease (Armstrong et al 1992). For many
agents of interest, exposures take place over time and in
multiple locations so that it is difficult to estimate
accurately the relevant exposures for individual study participants, particularly within the limits set by feasibility,
participant burden, and cost. In general, exposure
measurement error tends to blunt the sensitivity of epidemiologic studies for detecting effects of environmental
agents. The specific impact of exposure error on effect
estimates depends on several factors including the study
design, the types of error, and the relationships between
outcome and independent variables (Armstrong et al 1992;
Thomas et al 1993). As the problem of exposure error has
become recognized, researchers have taken steps to control
its consequences by limiting the degree of error through
careful study design and data collection, by estimating the
degree of error using a nested validation study, and by
making adjustments for measurement error in statistical
analyses.
This section addresses the problem of exposure error in
observational, ecological time-series studies of air pollution and health. Pollution of outdoor air is a public health
concern throughout the world. For decades, epidemiologic
studies have been a cornerstone to investigating the health
effects of air pollution and have been a principal basis for
setting regulations to protect the public against adverse
health effects. The 2 broad types of observational study
designs are ecological or aggregate-level studies (either
cross-sectional or time-series design) and individual-level
studies (primarily cross-sectional or cohort designs). In
* A list of abbreviations and other terms appears on page 13.
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ecological studies, population-level indicators of exposure
are typically drawn from centrally sited air pollution
monitors. In individual-level cross-sectional and cohort
studies, exposure estimates for individual participants may
be based on centrally located monitors, on a combination
of central monitors with personal records of environments
where participants spend time, or on personal exposure
monitoring (National Research Council [NRC] 1991).
Regardless of study design, any pollution exposure
assessment strategy introduces some degree of exposure
measurement error. For example, in the Harvard Six Cities
study, a prospective cohort assessment of air pollution and
respiratory health and mortality, exposure estimates for
persons from each of the 6 cities were based on centrally
sited monitors (Ferris et al 1979; Dockery et al 1993). Exposures were further characterized for samples of participants by using personal monitors and monitors placed in
their homes; the resulting data provide an understanding
of the components of error associated with using central
site data for all participants.
The problem of measurement errors in predictor variables in regression analysis has been carefully studied in
the statistics and epidemiologic literature for several
decades. Fuller (1987) summarizes early research on linear
regression with “errors-in-x” variables. Carroll and colleagues (1995) extend this literature to generalized linear
models including Poisson, logistic, and survival regression
analyses. Thomas and colleagues (1993) present an overview of the exposure error or “misclassification problem”
from the general epidemiologic perspective. For recent
illustrations of statistical approaches to measurement error
in epidemiologic research, see Spiegelman and colleagues
(1997), Willett (1998), and Pierce and colleagues (1990).
In one of the early papers on exposure error in studies of
air pollution, Shy and colleagues (1978) described the
problem and addressed its consequences in an epidemiologic framework. Goldstein and Landovitz (1997a,b) recognized that a single monitoring station may not represent a
geographic area adequately and conducted an analysis of
correlations among concentration data from several monitors in New York. In the ensuing decades, there has been a
deepening understanding of measurement error in general
and its potential implications specifically for the study of
air pollution (NRC 1985; Navidi et al 1994).
During the 1990s, substantial new evidence—largely
from ecologic, time-series analyses of air pollution and
mortality—showed that daily variation in ambient measures of particulate air pollution, within current standards
of the US Environmental Protection Agency (EPA), was
associated with daily mortality levels (Dockery and Pope
1994). Strong concerns have been raised about interpreting
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these associations in view of potential errors in the exposure measurements. In a series of papers, Lipfert (1997a,b)
and Lipfert and Wyzga (1997) have suggested that the central monitoring data used in the time-series analyses have
an uncertain relationship with exposures of individuals in
the study communities; they have further argued that
those errors vary among pollutants, complicating interpretation of any multipollutant models. Lipfert and Wyzga
have referred specifically to an analysis by Schwartz,
Dockery, and Neas (1996) that attributed effects on mortality to fine rather than coarse particles, based in part on
the results of multivariable models that included variables
for both particulate measures.
A number of exposure assessment studies have found
sizable differences between actual personal exposures to
particles and estimates based on central monitor values
(eg, Wallace 1996). Some have questioned whether the
observed associations are plausible given these findings.
Schwartz, Dockery, and Neas have responded that, as the
number of deaths per day is calculated over the population,
the relevant exposure measure is the mean of personal
exposures on that day, which is probably more tightly correlated with central station monitoring than individual
exposures. Janssen and colleagues (1998) have reported that
much of the variation in PM10 measurements is between
people and that the longitudinal correlation between
average and ambient PM10 measures is relatively high. The
debate over measurement error and its consequences has
taken place, however, without the development of a comprehensive formulation of the problem.
Because exposure measurement error may have substantial implications for interpreting epidemiologic studies on
air pollution, particularly the time-series analyses, this
section of the Investigators’ Report describes one systematic conceptual formulation of the problem of exposure
error in epidemiologic, time-series studies of air pollution
and considers the possible consequences for relative risk
estimation. We have used available and relevant data to
obtain rough estimates of the magnitudes of the effects of
measurement error for 1 city.
The next subsection presents an overview of the main
ideas on exposure measurement errors in linear regression,
distinguishing Berkson from classical type errors and the
univariate from multivariate predictor cases. The conceptual
framework for evaluation of measurement errors in the loglinear regression models used for time-series studies of particulate air pollution and mortality identifies 3 main components of error. We then present new analyses of data on
exposures to PM10 from the PTEAM study (Ozkaynak et al
1996) and illustrate how data on personal and ambient exposure levels can be used to assess the effects of measurement
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error on the estimated associations of PM10 with daily
mortality. We also illustrate a statistical approach for
assessing the bias in a relative risk estimate caused by
exposure measurement error. We summarize the open
questions regarding measurement error and propose the
additional data needed to address these questions more
effectively.

MEASUREMENT ERROR EFFECTS IN
REGRESSION MODELS
The fundamental concepts of how exposure error can
affect an epidemologic study of pollution and health are
presented here by considering the effects of exposure measurement error in a standard linear Gaussian regression
model. This topic has been treated in full detail elsewhere
(Snedecor and Cochran 1980; Carroll et al 1984; Fuller 1987;
Thomas et al 1993; Carroll et al 1995). For simplicity, consider a regression of the health response yt (eg, log mortality
rate on day t) and predictors xt (eg, PM10, O3, weather, …):
yt = + x xt + t

(1)

where  and x are regression coefficients to be estimated
and t represents residual error that is assumed to be independent of xt Here x is the expected change in mortality
per unit change in true exposure. Given observations (xt,
yt), t = 1, . . . , T and appropriate assumptions about the distribution of the residuals, ordinary least squares estimation provides optimal (unbiased and minimum varianced)
estimates of the regression coefficients.
Now we assume that instead of the true exposure levels
x t , we have only an imperfect measure of exposure,
denoted zt. The overall difference between xt and zt comprises multiple components of error including differences:
between individual- and population-average exposures;
between population-average exposures and ambient levels
at central sites; and between actual ambient levels and the
measurements of those levels. Suppose we regress the
health outcome yt on the imperfect zt rather than xt, which
is unavailable:
yt = * + zzt + *t.

(2)

How will ˆ z differ from ˆ x?
To answer this question, we will first assume that zt is a
surrogate for x t (Carroll et al 1995), which means that,
given xt, there is no additional information in zt about yt.
We then can distinguish 2 fundamentally distinct types of
relationships between the true and measured exposures,

which represent poles of a measurement error continuum.
The first type is referred to as the classical error model
(Carroll et al 1995) in which we assume that z is an imperfect measure of x, so that the average z within each x
stratum equals x (E(z|x) = x). Then it follows that the measurement error, (z – x), is uncorrelated with the true value
x. This classical model is a reasonable one for the difference between measured ambient levels of pollution and
the true values for a measuring device that is unbiased.
That is, when the true level of pollution is x, an unbiased
instrument will measure x on average, even if individual
measurements z differ from x.
The second type of model for measurement error is the
Berkson error model (Carroll et al 1995). In this model, we
assume that the average value of the true exposure x within
each stratum of measured level z equals z (E(x|z) = z). This
Berkson model is appropriate when z represents a measurable environmental factor that is shared by a group of
participants whose individual exposures x might vary
because of time-activity patterns. For example, z might be
the spatially averaged ambient level of a pollutant without
major indoor sources and x might be the personal exposures, which, when averaged across people, match the
ambient level.
Classical and Berkson models for exposure measurement errors represent 2 extremes of a continuum. Most
exposure errors combine elements of each, but because the
consequences for risk assessment of classical and Berkson
errors differ, it is useful to consider each in turn. In the
Berkson error case, if we regress yt on zt rather than on xt,
the estimate ˆ z is an unbiased estimate of the coefficient
x, which would be obtained by regressing yt on the actual
exposure xt. That is, having zt rather than xt does not lead
to bias in the regression coefficients under the surrogacy
assumption. The exposure measurement error does
increase the variance of the regression coefficient,
however, since having zt rather than xt is obviously not as
informative about the coefficient  x . Bias is not introduced, however. The same is true if the average x at each
value of z differs from z by a fixed amount a, that is,
E(x|z) = z  a.

In contrast, under the classical error model, ˆ z obtained
by regressing yt on the imperfect measure exposure zt is a
biased estimate of x. In the simple linear regression with 1
ˆ
explanatory variable, 
z is expected to be smaller than x,
or attenuated. The degree of attenuation increases as the
variance of the exposure error increases. Again, a constant
difference in the expected values of the 2 measures does
not change this result.
It is useful to establish the results summarized above on
the effects of exposure error on simple linear regression
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coefficients and helpful to do so in advance of considering
a multiple regression case. To reestablish notation, the
model of interest is
yt =  + xxt + t

(1)

but because xt is unobserved we instead might regress yt
on zt:
yt = * + z zt + *t

(2)

The question is how will ˆ z from (2) estimate x in (1).
Under the Berkson error model (E(xt|zt) = zt, so that we
can also infer the regression of y on z from (1):
E(yt|zt) = * + x E(xt|zt) =  + xzt.

(3)

Comparing (2) and (3) shows that in the Berkson error case:
z = x; that is, ˆ z is an unbiased estimate of x. Adding a
constant to 1 exposure variable affects only the intercept.
Under the classical model, zt is assumed to vary about xt
or E(zt|xt) = xt, which does not imply E(xt|zt) = zt. If we
further assume that xt and (zt – xt) are jointly normally distributed, it can be shown that
E(yt|zt) = ** + cxzt
where c is an attenuation factor between 0 and 1 given by
c = var (x t)|(var (xt) + var ( t)), where t = zt – xt is the
exposure error. Again, a constant difference between the 2
exposure measures changes only the intercept.
Thus, the estimated regression coefficient is biased
ˆ
toward 0. In one pertinent case, x = 0, the naive estimate 
z
ˆ
is unbiased with E(z) = x = 0; that is, under the classical
error model, measurement error does not lead to spurious
associations if there is truly no association. Random variation, of course, can produce such associations by chance, as
it can absent measurement error. The probability of such
false positive associations (the Type I error rate), however,
remains the same.
For estimating effects of air pollution on mortality, realistic models have elements of both classical and Berkson
error models. In general, the effect of such exposure errors
is intermediate between the 2 extreme models. The effect
of measurement error, therefore, is likely to depend on the
direction and magnitude of the correlation of measurement
errors with the measured exposures, not just on the variance of the measurement errors.
We now consider the more complex case of multipollutant models, which are often applied in an attempt to
estimate the independent effect of one particular pollutant
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present in a mixture with other pollutants. For example, in
an analysis of air pollution and mortality in Philadelphia,
Kelsall and colleagues (1997) regress mortality on as many
as 5 pollutants. Because little empirical evidence about the
simultaneous errors in multiple pollutants is currently
available, this section only lays a foundation that can
inform the design of future studies, as discussed in the last
section. Confining attention to the classical and the
Berkson error cases, we again assume a linear regression
model of the form given by equation (1), where xt now represents a vector of exposure variables, with a corresponding vector of regression coefficients  x ; and z t
denotes a vector of measurements of each exposure variable. In the Berkson error case, the assumption that
E(xt|zt) = zt, for a vector of errors uncorrelated with zt, still
ensures that the estimates of the regression coefficients are
unbiased, as in the univariate instance. But under the classical error model, the multiple regression extension is not
so straightforward. As before, we assume that E(zt|xt) = xt.
To compute E(xt|zt), let V denote the covariance matrix of
xt and let T denote the covariance matrix of t = zt – xt, and,
as before, we assume that and x are independent. Then,
the matrix generalization of the earlier result is that
ˆ z = ˆ xC where C = T(T + V )1. Now it is no longer true that
zj < xj for each component (j) and estimates of regression
coefficients can be biased toward or away from the null;
that is, positive associations can be produced even though
the true coefficient for a particular component is 0 when
the component is correlated with at least one component
having a nonzero effect.
Table 1 illustrates the magnitude of bias that can result
from regressing yt on 2 predictors z1t and z2t instead of on
x 1t and x 2t. This example might refer to estimating the
effects of PM10 and O3 on mortality when ambient values
(z) instead of personal exposure (x) are available. We
assume z1t = x1t 1t and z2t = x2t + 2t, V11 = var (x1t) = V22 =
var (x2t) = 1. The table presents the expected values for the
estimated regression coefficients when the true values are
both 1 (x1 = x2 = 1) for varying values of the correlation
between x1t and x2t, the variances of 1t and 2t, and the
correlation between the measurement errors 1t and 2t. At
present, there is little empirical evidence about the nature
or size of the correlations between pairs of pollutant measurements, and the table is intended to illustrate the consequences of measurement error in the 2-predictor model.
The first line of the table refers to an example in which
there is no correlation between x1t and x2t; there is equal
variability of the 2 exposure errors 1t and 2t; and these
errors are not correlated. That is, the error in one predictor
does not predict the error in the other. Here, there is an
equal degree of attenuation in the coefficients for the
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Table 1. Predicted Bias in Bivariate Regression Coefficients Under Different Covariance Structures for True Exposures
and Measurement Errors When Both Variables Have True Effect: x1 = x2 = 1.0a
Row

Correlation
(x1, x2)

Variance
( 1)

Variance
( 2)

Correlation
( 1, 2)

E(ˆ z1)

ˆ
E(
z2)

1
2
3

0.0
0.5
0.5

1.0
1.0
1.0

1.0
1.0
1.0

0.0
0.0
0.0

0.50
0.60
0.33

0.50
0.60
0.33

4
5
6

0.0
0.0
0.0

1.0
1.0
0.5

1.0
1.0
2.0

0.5

0.5
0.0

0.40
0.67
0.67

0.40
0.67
0.33

7
8
9

0.5
0.5
0.5

0.5
0.5
0.5

2.0
2.0
2.0

0.0
0.3
0.5

0.71
0.66
0.64

0.53
0.27
0.21

10
11
12
13

0.5
0.5
0.5
0.5

0.5
0.5
0.5
0.5

2.0
2.0
2.0
2.0

0.5
0.7
0.9

0.7

0.64
0.83
0.91
1.00

0.14
0.50
0.57
0.66

a

We assume Var(x1) = Var(x2) = 1.

2 variables. With unequal variances but no correlation,
that is, the sixth row, the degree of attenuation is greater for
the variable with greater variance. If the exposures are correlated, but the errors are uncorrelated (the second and
third rows), the 2 effect estimates are similarly altered with
the direction of the effect depending on the sign of the correlation. Introducing correlation between the errors, that
is, the fourth and fifth rows, has an effect that depends on
the pattern of correlation. The bottom half of Table 1 shows
more complex patterns with differing patterns of correlation and variation of the 2 errors. Some of the scenarios
introduce substantially different effects of the 2 variables,
but none yield effect estimates above the true value of 1,
even with more extreme differences in error variances or
the 2 correlations.

1.

There is a general tendency for zj < xj if all xj > 0.

2.

The degree of attenuation of each coefficient depends,
in large part, on its measurement error variance relative
to the variance of the true exposure—that is, Tjj/Vjj.
Thus, the coefficients for variables that are measured
with considerable error will be attenuated more than
those of variables with less error.

3.

Depending on the correlation structure of the attenuation matrix C, some of the effect of one variable, xj,
may be transferred to the estimate of another variable’s
ˆ
effect, 
zk. Such transfers of effect are generally from a
more poorly measured variable to a better measured
variable. For such transfers to be large, however, the
true exposure variables or their measurement errors
need to be substantially correlated.

Table 2 also addresses the consequences of measurement
error in a 2-variable model, but in this example only 1 variable (x2) has a true effect; the other exposure x1 has no effect
on the health outcome y. Either correlation between x1t and
x2t or their errors can introduce an apparent effect of x1 on
y. Some scenarios of variance and correlation even bring the
apparent effects of the 2 variables quite close (eg, the 10th
and 11th rows), but in every case, including more extreme
situations than shown, the estimate for the true predictor
(2) is always larger than for the null predictor (1).

4.

As a consequence of conclusion (3), the estimate of a
parameter can be biased away from the true value.
However, this type of bias generally arises only with a
very strong negative correlation between the measurement errors (eg, the 9th to 11th rows of Table 2).

5.

Also as a consequence of (3), there will generally be
spurious associations for a variable x j that, in fact,
has no effect only if xj is substantially correlated with
one or more variables that actually have an effect.
Generally, the correlation among the errors has a
larger influence on the bias than the correlation
among the true pollutant levels.

Some general conclusions can be offered concerning multipollutant models under this simple, classical error model.
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Table 2. Predicted Bias in Bivariate Regression Coefficients Under Different Covariance Structures for True Exposures
and Measurement Errors When Only One Variable Has True Effect: x1 = 0, x2 = 1.0a
Row

Correlation
(x1, x2)

Variance
( 1)

Variance
( 2)

Correlation
( 1, 2)

1
2
3

0.0
0.0
0.0

0.5
0.5
0.5

2.0
2.0
2.0

0.0
0.5
0.5

0.5
0.05
0.5

0.5
0.5
0.5

2.0
2.0
2.0

0.0
0.0
0.3



7
8
9

0.5
0.5
0.5

0.5
0.5
0.5

2.0
2.0
2.0

0.5
0.7
0.5

10
11

0.5
0.5

0.5
0.5

2.0
2.0

4
5
6

a






E(ˆ z1)

ˆ
E(
z2)



0.00
0.12
0.12

0.33
0.35
0.35

0.06
0.06
0.01

0.29
0.29
0.28

0.07
0.15
0.17

0.29
0.29
0.33

0.21
0.26

0.36
0.39




0.7
0.9

We assume Var(x1) = Var(x2) = 1.

These conclusions are obtained from and therefore
pertain to the classical linear regression model with 2 predictors, assuming zt is a surrogate for xt (nondifferential
errors). The actual exposure measurement situation in the
air pollution–mortality context is obviously more complex.
First, log-linear, not linear, models are used, although the
degree of nonlinearity is usually small in mortality studies.
Second, the measurement errors are not purely of the classical, nondifferential type. For example, the degree of error
for gaseous pollutants may depend on temperature or other
covariates. Finally, errors may be multiplicative rather than
additive. Nonetheless, the linear regression with classical
measurement error is a leading case that provides insight
into the major possible consequences of exposure errors.

FRAMEWORK FOR ASSESSING MEASUREMENT
ERROR EFFECTS
Building on the fundamental concepts underlying statistical models of exposure measurement error, we focus
here on the specific log-linear regressions used for
assessing the pollutant-mortality association, controlling
for weather variables. We identify 3 major components of
measurement error and present a statistical framework for
evaluating their potential effects on the estimated pollutant-mortality associations. The discussion below is
based on the premise that the ideal investigation of the
health effects of air pollution would be conducted at the
individual level with measurements of personal exposure
to pollutants. Exposure and mortality data, however, are
generally available only after aggregation to a municipal
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level; little or no data from indoor air monitoring are available. Finally, air pollutant measurements are imprecise,
and this imprecision has consequences for estimates of
pollutant effects on mortality, as described in the previous
section.
To investigate the effects of exposure error in the loglinear regressions widely used to assess the pollutant mortality association, consider the following model for an
individual’s risk of mortality:
it

=

0it

exp(xitx)

(4)

where it is the risk of death for person i on day t; 0it is
that individual’s baseline risk in the absence of exposure,
that is, xit = 0; and exp(xitx) is the relative risk of death
associated with the explanatory variables. Let yit = 1 if
person i dies on day t and 0 if he does not. We typically
observe
the total number of deaths for a population
nt
yt =  yit where nt n is the population size on day t. By (4),
i=1
the expected total numbers of deaths t in a community is
t

= Eyt = 
i

it

=
i

0it

exp(xitx).

(5)

In analyzing population-level data on mortality and air
pollution, log-linear regressions of the form
t

= exp(s(t) + ztz + utu)

(6)

have been fit where s(t) is an arbitrary but smooth function
of time introduced to control for the confounding of longerterm trends and seasonality, zt is the average of multiple
monitor measurements of ambient pollution measurement
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for day t, and ut are other possible confounders such as
temperature and dew point on the same and previous days.
If the regression coefficient x for a pollutant in the personal risk model (4) is the target for inference, how closely
do estimates of z from model (6) approximate x? Below,
ˆ
we identify potential sources of bias in 
z as an estimate of
x, using the concepts of Berkson and classical measurement error.
Figure 1 poses a model of the relationship between the
personal exposure to a pollutant xit for person i on day t
and the available ambient values zt measured with error by
monitors. Assuming, for simplicity, a high degree of spatial
homogeneity in ambient levels, personal exposure is contributed to by z*t, the true outdoor level; and by wit, the
indoor level, which is also influenced by z*t from penetration of the pollutant in outdoor air into indoor spaces. For
example, personal exposure to PM10 is determined by the
time spent outdoors, the concentration during that time,
and by the concentrations in indoor environments that are
determined by indoor sources such as cigarette smoking
and the penetration of particles indoors, as air is exchanged
between the outdoor and indoor environments. Figure 1
further shows that personal risk of dying is influenced by a
person’s baseline risk in addition to the unobserved personal exposure to pollutant xit. Only the measured ambient
pollution data, shown in a rectangular box, are actually
observed.
In considering the consequences for ˆ z, as an estimate of
x, of having an imprecise measure of ambient pollution zt,
rather than actual personal exposure x it , it is useful to

begin by decomposing the pollution measurement difference between xit and zt into 3 components:
xit = zt + (xit  x̄ t) + (x̄ t  z*t ) + (z*t  zt).

(7)

Here, (x it  x̄ t ) is the error due to having aggregated
rather than individual exposure data; (x̄ t – z*t ) is the difference between the average personal exposure and the true
ambient pollutant level; and (z*t  z t ) represents the
difference between the true and the measured ambient
concentration.
The first term, (xit  x̄ t), is an example of Berksonian
error, so that in a simple linear model, having aggregate
rather than individual exposure does not itself lead to bias
into the regression coefficient. The second term, (x̄ t  z*t ),
is not Berksonian and is likely to be a source of bias. The
final term, (z*t  zt), is largely of the Berkson type if the
average of the available monitors zt is an unbiased estimate
of the true spatially averaged ambient level z*t.
We can now further study the effects of these 3 terms on
risk estimation by substituting the decomposition in equation
(7) into equation (5). After some straightforward calculations,
the expected number of deaths on day t can be written
Eyt = exp(log(nt

0t)

+ ztx

+ [(x̄ t(w)  x̄ t) + (x̄ t  z*t) + (z*t  zt)]x). (8)
Here x is the personal log relative risk of interest from
equation (5). Note the approximation of equation (8) retains
only linear terms in the expansion of an exponential function. The second-order terms are an order of magnitude
smaller and are ignored to simplify the exposition. For
studies of particulate pollution effects on mortality, the
effect sizes are on the order of only a percent or two, so that
ignoring second-order terms should not qualitatively
change the results. In studies of morbidity, higher-order
terms may be more important.
The total baseline risk, (nt 0t), almost certainly varies
smoothly over time, since it is an average risk over a large
population. Hence, it will be appropriately controlled for
in log-linear regressions by inclusion of the smooth s(t) in
equation (6). We now consider ztx and the 3 components
of error in turn.

Figure 1. Ambient measured pollution level zt as related to true ambient
level zt*, indoor exposure wit, personal exposure xit, and risk of death it
assuming spatial homogeneity in ambient levels.

The first error term, (x̄ t(w)  x̄ t), is proportional to the
difference between the baseline-risk-weighted average
personal exposure and the unweighted average personal
exposure, where risk refers to the probability of mortality
during the reference period for exposure. It derives from
the Berkson error (x it  x̄ t) and produces no bias in the
linear, unaggregated model. This difference, which is due
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to risk weighting in our log-linear model with person-specific baseline risks, is likely to be small and to vary slowly
over time. Hence, it can be adequately controlled by inclusion of the smooth function s(t) in the log-linear regression
of yt on zt. One scenario in which this difference would
vary from day to day and therefore not be adequately controlled would occur if the more frail individuals were to
follow pollution reports (or a correlate such as weather)
and reduce their exposures to ambient air on high pollution
days by, for example, staying indoors. Current warning systems for air pollution alerts are intended, in fact, to reduce
exposures of susceptible persons in this fashion.
The second error term, (x̄ t  z*t ), is non-Berksonian and
has the greatest potential to introduce bias in the estimate
ˆ z when z*t is correlated with (x̄ t  z*t). Even if the terms are
uncorrelated so that ˆ z will be a roughly unbiased estimate
of x, it will reduce efficiency relative to a study in which
xt is available, since zt and (x̄ t  zt) share the same coefficient in equation (8).
The difference, (x̄ t  z*t), between average personal exposures and the true ambient value can be analyzed further
by considering an individual personal exposure x it .
Because the exposure of individual i on day t derives
either from indoor or ambient sources, we can write
xit = itz*t + (1  it)Iit where Iit is the concentration of pollutant generated by indoor sources such as tobacco smoke
and pets, and it is the individual’s fraction of exposure
from ambient sources that takes place either outdoors or
results from penetration of ambient pollution indoors. It
follows that x̄ t = ¯tz*t + I¯t where I¯t =  (1  it)Iit/nt. That is,
t
the average personal exposure is proportional to the
ambient level offset by the effects of the population
average of the nonambient indoor sources.
Wilson and Suh (1997) have argued that the daily population average concentrations of fine particles derived
from indoor sources I¯t are approximately independent of
ambient levels zt across time. When this is true, failure to
measure indoor sources will not introduce further bias in
the estimation of x because the deviations due to indoor air
exposure are a second example of Berkson error, and these
errors will tend to cancel one another out when averaged
over the population. Nevertheless, z*t is only proportional
to x̄ t, so that, even if ¯t varied little over time (t ), the
ˆ
coefficient 
z from a regression of yt on z*t would estimate
x, not x. Hence, if 20% of daily exposure results from
indoor sources independent of ambient levels, the regression on ambient levels will yield coefficients that are
roughly 20% smaller than would have occurred with
actual personal exposures. This may be the appropriate
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coefficient for policy makers seeking an estimate of the
effect of an inarguable measure of ambient levels. This
assumes, however, that particles from indoor sources and
outdoor sources are identical; that is, they are similar in
composition and toxicity. If this is not the case, then the 2
types of particles would be more appropriately treated as
separate pollutants, and the personal exposure measure
desired would be itz*t, the personal exposure to particles
from outdoor sources. Studies using sulfates as a tracer for
particles from outdoor sources indicate that indoor/outdoor ratios are less than 1. Since people spend most of
their time indoors, this suggests that it will be less than 1,
and that the second term in equation (8) will be negatively
correlated with zt and will bias the estimated coefficient
downward. This also illustrates that the model is not
restricted to cases where E(x) = E(z).
The last of the 3 error terms in equation (8), (z*t  zt), represents the instrument measurement error in the ambient
levels; like (xit  x̄ t), it is close to the Berkson type. This
term would tend to be cancelled out by spatial averaging
across multiple, unbiased ambient monitors in a region.
For example, Kelsall and colleagues (1997) averaged daily
total suspended particles data from up to 9 monitors in
their analysis of effects of particles on mortality in Philadelphia. However, in many cities there are only one or a
few monitors operating at a time. Even with a small
number of monitors, longer-term drift in instruments will
not substantially affect estimates of x because the timeseries models control for such trends by including s(t) in
equation (6). For this final error term to cause substantial
bias in ˆ z, the error, (z*t  zt), must be strongly correlated
with zt at shorter time scales. Further investigations of this
correlation in cities with many monitors are warranted.
To summarize, we have discussed 3 components of measurement error: (1) an individual’s deviation from the riskweighted average personal exposure; (2) the difference
between the average personal exposure and the true
ambient level; and (3) the difference between the measured
and the true ambient levels, which includes spatial variation and instrument error. Our analysis argues that the first
and third components are of the Berkson type and, therefore, are likely to have smaller effects on the relative risk
estimates. However, the second component can be a source
of substantial bias, if, for example, there are short-term
associations of the contributions of indoor sources with
ambient concentrations. The following simple analysis of
the PTEAM data illustrates how we can further study the
effects of the most important second component.
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EVALUATING POTENTIAL MEASUREMENT
ERROR BIAS IN RELATIVE RISK ESTIMATES
The framework in combination with data on the components of error can be used to evaluate and possibly adjust
for the consequences of exposure measurement error. We
use one of the few available data sets with ambient and
personal measurements to illustrate one approach. We
begin by using daily measurements of personal exposure
for 178 persons followed in the PTEAM study (Ozkaynak
et al 1996) to quantify the difference between concentration measured by an ambient monitor and the average of
personal exposures. We then present one approach for estimating the degree of bias in estimated PM 10 -mortality
regression coefficients ˆ z. This coefficient is an estimate of
the true relative risk for personal exposure x with data
from 1 or a few ambient monitors rather than personal
exposure data for PM10.
PTEAM STUDY DATA
The PTEAM study (Mendelsohn and Orcutt 1979;
Ozkaynak et al 1996) generated a daily measurement of
personal exposure to PM10 for a sample of 178 nonsmoking residents of Riverside, California, aged 10 years or
older, for the period September 22 through November 9,
1990. In addition, a daily average PM10 value from an
ambient monitor positioned near the homes was also collected; Pellizzari and Spengler (1990) provide details on
the methods used to collect these data.
We use the PTEAM study data to estimate the correlation
between the daily PM10 concentration for the ambient
monitor zt and the difference between the average personal
exposure and concentration measured by the ambient monitor, (x̄ t  zt ). These estimates correctly account for the
varying number of observations on a given day. Note that
equation (8) includes a weighted average of personal exposures, with weights determined by the baseline personal
risk for each individual. In the PTEAM study, those weights
are unavailable; hence, an unweighted average is used.
Figure 2 displays a time-series plot of the daily ambient
values and the average personal exposures. The correlation
across time of these 2 series is estimated to be 0.58 (95%
confidence interval [CI], 0.35 to 0.74). This is much greater
than the more widely cited cross-sectional correlation from
this study. The corresponding correlation across time
between the ambient monitor concentrations and the
daily differences between the personal and ambient
values is 0.63 with 95% CI, 0.77 to 0.42. Hence, the
hypothesis (the measurement error, [x̄ t  zt], is uncorrelated with zt) is not consistent with the PTEAM study data.
Some bias in the regression coefficient is therefore

expected. Because the correlation of (x̄ t  zt) and zt is negative, the coefficient ˆ z in the regression on zt will tend to
underestimate the coefficient in the regression on x̄ t in a
single-pollutant analysis.
ADDRESSING BIAS IN PM10-MORTALITY
REGRESSION COEFFICIENTS
The PTEAM study results or other, perhaps more appropriate, data sets on the difference between average
risk-weighted personal exposure and ambient monitor
concentrations can be used to estimate bias in the results
of log-linear regression models.
If they had been available, we would have used the
average personal exposure series, x̄ t, for at-risk residents of
each city in the standard log-linear regression model rather
than zt, as was used in the original analyses. We would then
have compared the regression coefficients obtained when
x̄ t is the predictor with those using zt to assess the bias.
Obviously, x̄ t is not available except in special circumstances. From the PTEAM study data, however, shown in
Figure 2 or similar data, we can estimate the relationship
of x̄ t and zt, for example, by assuming:
x̄ t =

0 + 1zt + t,

(9)

where 0 and 1 are the intercept and slope to be estimated
from the available data. We can then use the fitted equation (9) to predict the unobserved x̄ t from the available zt,
and then use the predicted value x̄ˆ as the desired exposure
values when estimating the pollution-mortality relative
risk x. The estimate of x has the simple form ˆ x = ˆ z / ˆ 1.
This is one well-known approach to adjust for exposure
measurement error called regression calibration (Carroll et
al 1995). As an illustration, we have applied this strategy
to a regression of daily mortality on ambient concentrations of PM10 for Riverside, California, for the period 1987
to 1994. We estimate ˆ 0 = 59.95 (se = 7.21), ˆ 1 = 0.60
(se = 0.080), and var() = 22.4.
Calibration is easy to implement and apply. Its limitaˆ
tions are that CIs for 
x depend on large sample theory, and
calibration does not extend easily to situations where multiple sources of information about the x̄ t, zt relationship
are available.
It is simple, however, to overcome these possible limitations of calibration by using a simulated value x̄*t rather
than the predicted value x̄ˆ from equation (9). That is, we
use equation (9) to simulate the average personal exposure,
x̄*t , from the ambient exposure, zt, for a city or period of
interest when x̄ t is not available, under the assumption
that the estimated and var() are applicable. This simulated series x̄ *t is then used instead of zt in the log-linear
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Figure 2. PTEAM Study. Daily time series of personal and central site concentrations of PM 10 for Riverside, California, from September 22 to
November 9, 1990 (Ozykaynak et al 1996).

ˆ
regression. The result is one estimate of x—call it 
x. If we
then repeatedly simulate x̄ *t and fit the log-linear regression for each to obtain ˆ x, we obtain a distribution of ˆ x.
The difference between the mean of the simulated ˆ x and
the ˆ z derived from the log-linear regression of mortality
on z̄ *t is a measure of the bias resulting from having z t
rather than the average personal exposure for that city. By
simulatingx̄ *t rather than using a fixed predicted value x̄ˆt,
we properly account for nonlinearities and sources of variation in ˆ x and can extend the analysis to more complicated situations.
Figure 3 shows the distribution of the ˆ x for Riverside
(solid curve). Also shown is the normal approximation of
the likelihood function for the coefficient ˆ z from the loglinear regression of mortality directly on zt (dotted curve).
Solid and dotted lines are at the centers of these distributions. We find that the ˆ x have a mean 1.42% increase in
mortality (95% interval: –0.11, 2.95) per 10-unit change in
PM10. In comparison, the estimate of z from the usual loglinear model (seen as a dashed vertical line in Figure 3) is
ˆ
 z = 0.84% (95% interval: –0.06, 1.76). Hence, measurement error has biased the result toward the null. Second,
ˆ
the distribution of the 
x is more dispersed than the distriˆ
bution of z. This is because we have taken into account the
variability due to having zt, not x̄ t. These results are very
similar to the ones we obtain from calibration.
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Figure 3. Distribution of personal exposure effects. The solid line is the
ˆ
distribution of the relative rate 
x obtained when the simulated series x̄ t of
the total personal exposure is the predictor in the log-linear regression. The
dotted line is a normal approximation of the distribution of the relative rate
ˆ z obtained when the ambient concentration zt in Riverside, California, is
the predictor in the log-linear regression.

The calculation in the previous paragraph assumes the
estimated relationship between x̄ t and zt for the PTEAM
study is the true one, and hence, we ignore a second component of uncertainty that occurs from estimating the relationship between x̄ t and zt from the finite sample size of the
PTEAM study data taken at 1 site and a particular time
period. That is, even if we assume that the relationship
between x̄ t and zt is known, estimating the association of
mortality with x̄ t is less precise than estimating it with zt,
given only zt in that particular city. Of course, the relationship of x̄ t and zt is not precisely known and needs to be
quantified further. Dominici and colleagues in section 2 of
this report provide a more complete analysis of the bias in
ˆ
z as an estimate of x using the PTEAM study and 4 other
data sets and a more complete statistical model than
described here. Their findings are qualitatively similar to
those presented here. Finally, it is important to note that
our assessment of bias assumes that the health effects of
personal exposure to particles originating outdoors and
indoors are the same. To assume otherwise would require
substantially more detailed data and modeling.
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SUMMARY AND RESEARCH
RECOMMENDATIONS
The differences between true personal exposure for
every individual (xit) and measured ambient concentrations, averaged over a few fixed, imprecise monitors (zt),
are inherently complex, as is the effect of this exposure
measurement error on estimates of pollution-mortality
relative risks. Nonetheless, it is useful and imperative to
analyze these effects in light of our current understanding
of the measurement process. This section presents one
framework for doing so. We distinguish 2 extremes of a
continuum of types of measurement errors: Berkson and
classical errors. The former is likely to create little bias in
mortality-relative risk estimates; the latter has more serious consequences.
We posit a relative risk model in which an individual’s
hazard of death on a given day is expressed as a function of
his or her personal exposure, which is decomposed to
highlight 3 types of exposure errors. This model is then
aggregated to produce the model for the expected total
deaths in a population used in most time-series analyses.
This model shows that a risk-weighted average personal
exposure measure is the desired one, and we discuss the
consequences of the widely used feasible alternative,
ambient concentration. In contrast, differences between
individual exposures on a given day and the risk-weighted
average of personal exposures are an example of Berkson
error and are not likely to cause substantial bias in coefficients from time-series mortality studies. Our analysis suggests that the largest biases in inferences about the
mortality–personal exposure relative risk will occur due to
the more complex errors between ambient and average
personal exposure measures. If indoor sources produce
particles of similar composition and toxicity as outdoor
source particles, indoor sources may be a major component of this error. Finally, as an illustration we have used
the best available data, that from the PTEAM study in
Riverside, California, with both personal exposure and
ambient time series to quantify the size of this error. Our
analysis indicates that the coefficient obtained from
regressing mortality on measured ambient level z t is
smaller than what we expect from regressing mortality on
average personal exposure x̄ t.
For tractability and clarity, we have conducted a firstorder analysis of exposure errors and have ignored possible
second-order and higher-order effects in which daily
fluctuations in the variance of personal exposures across a
population or in the covariations among the measurement
errors could introduce additional biases. Second-order
terms will be insignificant in studies of particulate effects

on mortality where the first-order terms are on the order of
percent. Such higher-order analyses for other studies of, for
example, morbidity, are beyond the scope of this report and
will require substantially more detailed models and data. It
is, however, possible that higher-order effects are important; thus further investigation is necessary.
Epidemiologic research is necessarily limited by the
quality of the health outcome and risk factor measurements (Vedal 1997). Time-series studies of the acute effects
of air quality on mortality are subject to the limitations
posed by the available measurements of pollution levels.
The generic criticism—that measurement errors render the
results of such time-series models uninterpretable—is
incorrect. The consequences of measurement error can be
quantified, although only a few informative data sets are
presently available. Further differences between the
average personal exposure and ambient measurements are
the most likely source of substantial bias. We suggest that
data should be collected for comparison of risk-weighted
average personal exposure with ambient levels in several
cities with varying degrees of spatial heterogeneity in
ambient levels, population composition, and indoor pollution sources. Given such data, models such as those summarized in this section and by Dominici and colleagues in
section 2 of this report can be used to quantify more precisely the biases due to pollutant measurement errors.
Section 2 focuses on the effects on relative risk estimates
of using zt, measured ambient particle levels, rather than
xit, and actual personal exposures in log-linear regressions.
Such effects are important from a scientific perspective to
quantify the health risks of exposure to particulate pollution. From a regulatory perspective, the effect of having the
imprecise zt rather than the true ambient value z*t may be
of greater interest, since what may or may not be regulated
further are ambient levels. A more detailed error analysis
of the zt  z *t difference would investigate the spatial variation in particulate levels and the way that the number of
monitors used to calculate zt reduced this source of measurement error.
The analyses of sections 3 and 4 focus on measurement
error in a single pollutant measure, PM10. Simultaneous
errors in several pollutants can complicate the analysis. As
clearly demonstrated, however, qualitative biases—that is,
changes in the sign of a coefficient—can occur only when
the measurement errors for different pollutants are highly
correlated with one another. This level of correlation
might arise if 2 or more pollutants are measured by the
same instrument (eg, different fractions of PM) or if multiple instruments are housed in the same location, which
is subject to atypical exposure patterns. The possibility of
this level of correlation nevertheless requires detailed
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investigation because in this case the findings of epidemiologic studies could be misleading. Personal exposure
studies that collect multiple exposures can provide the
necessary data to investigate the effects of co-occurring
errors using straightforward extensions of the approaches
outlined in sections 3 and 4.
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Section 2: A Measurement Error Model for Time-Series Studies of Air Pollution
and Mortality
Francesca Dominici, Scott L Zeger, and Jonathan M Samet

ABSTRACT
One barrier to interpreting the observational evidence
concerning the adverse health effects of air pollution for
public policy purposes is the measurement error inherent
in estimates of exposure based on ambient pollutant monitors. Exposure assessment studies have shown that data
from monitors at central sites may not adequately represent personal exposure. Thus, the exposure error resulting
from using centrally measured data as a surrogate for personal exposure can potentially lead to bias in estimates of
the health effects of air pollution.
This section of the Investigators’ Report presents a multistage Poisson regression model for evaluating the effects
of exposure measurement error on estimates of effects of
ambient particulate matter (PM)* on mortality in timeseries studies. To implement the model, we have used 5
validation data sets on personal exposure to PM less than
10 µm in aerodynamic diameter (PM10 ). Our goal is to
combine data on the associations between ambient concentrations of PM and mortality for a specific location,
with the validation data on the association between
ambient and personal concentrations of PM at the locations where data have been collected. We use these data in
a model to estimate the relative risk of mortality associated
with estimated personal exposure concentrations and
compare this estimate with the risk of mortality estimated
with measurements of ambient concentration alone. We
apply this method to data comprising daily mortality
counts, ambient concentrations of PM 10 measured at a
* A list of abbreviations and other terms appears on page 13.
The National Morbidity, Mortality and Air Pollution Study: Methods and
Methodologic Issues, Part I of Health Effects Institute Research Report 94,
includes an Investigators’ Report, a Preface, a Commentary by the Health
Review Committee, and an HEI Statement about the research project. Correspondence concerning this section may be addressed to Dr Francesca
Dominici, Department of Biostatistics, Johns Hopkins School of Public
Health, 615 North Wolfe Street, Baltimore MD 21205-2179.
Although this document was produced with partial funding by the United
States Environmental Protection Agency under Assistance Award R824835
to the Health Effects Institute, it has not been subjected to the Agency’s
peer and administrative review and therefore may not necessarily reflect
the views of the Agency, and no official endorsement by it should be
inferred. The contents of this document also have not been reviewed by
private party institutions, including those that support the Health Effects
Institute; therefore, it may not reflect the views or policies of these parties,
and no endorsement by them should be inferred.

central site, and temperature for Baltimore, Maryland,
from 1987 to 1994. We have selected our home city of Baltimore to illustrate the method; the measurement error correction model is general and can be applied to other
appropriate locations.
Our approach uses a combination of (1) a generalized
additive model with log link and Poisson error for the mortality–personal exposure association, (2) a multistage linear
model to estimate the variability across the 5 validation
data sets in the personal–ambient exposure association,
and (3) data augmentation to address the uncertainty
resulting from the missing personal exposure time series in
Baltimore. In the Poisson regression model, we account for
smooth seasonal and annual trends in mortality using
smoothing splines. Taking into account the heterogeneity
across locations in the personal–ambient exposure relationship, we quantify the degree to which the exposure
measurement error biases the results toward the null
hypothesis of no effect, and estimate the loss of precision in
the estimated health effects due to indirectly estimating
personal exposures from ambient measurements.

INTRODUCTION
Pollution of outdoor air is a public health concern
throughout the world. In the last decade, many epidemiologic studies have shown an association between
measurements of ambient concentrations of PM 10 and
nonaccidental daily mortality counts (Dockery and Pope
1994; Schwartz 1995; Bascom et al 1996a,b; Dominici et al
2000). These studies suggest that daily rates of morbidity
and mortality from respiratory and cardiovascular diseases
increase with levels of particulate air pollution even at
levels well below the current National Ambient Air
Quality Standard (NAAQS) for PM in the United States.
One scientific objective of risk assessment of particulate
air pollution is an estimation of the increase in risk of mortality per unit increase in personal exposure to particulates. Epidemiologic studies, however, rarely obtain
personal exposures and instead use measurements of
ambient concentrations obtained typically from one or a
few monitors stationed in the region where aggregate rates
of morbidity or mortality are assessed. When exposures are
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measured with error, the power of such epidemiologic
analyses is reduced (Carroll et al 1995).
In a recent nationwide study of the ways that people
spend their time, based on interviews with 9,386 respondents in 1993 to 1994 (Robinson and Nelson 1995), US
residents were found to spend 87.2% of time indoors, 7.2%
in or near vehicles, and only 5.6% outdoors. Consequently,
exposure to air pollution takes place in multiple environments over time and in multiple locations, and accurately
estimating the actual personal exposures responsible for
disease or death can be daunting. Exposure assessment
studies (Lioy et al 1990; Mage and Buckley 1995; Ozkaynak
et al 1996; Wallace 1996; Janssen et al 1997, 1998) show that
data from monitors at central sites may be only weakly correlated with personal exposures, indicating that using centrally measured data as a surrogate can lead to bias in
estimates of the health effects of air pollution.
We have developed a model for investigating differences
in relative risk estimates that arise from using ambient
concentration measurements rather than personal exposure measurements. Let X t represent average personal
exposure to particulate pollution, Z t be the measured
ambient concentration of particulates, and Yt be the numbers of deaths in a region of interest (eg, Baltimore, Maryland). We suppose that the regression of interest has the
log-linear form E[Yt] = exp(Xt x + confounders) so that x
is the log relative risk of death associated with a unit
change in average personal exposure. Suppose, however,
that only time-series data from monitors Zt rather than Xt
are available for Baltimore. Suppose further that, for several other locations and/or time periods, we have limited
measurements of both Xt and Zt, so that a model can be
constructed for the relationship of average personal exposures and ambient concentrations, taking account of variations within and across locations.
This model combines the log-linear model for Yt given
Xt with a measurement error model for Xt given Zt to make
inferences about x. The parameter x is important from a
scientific and etiologic perspective since it quantifies the
human risk of actual particulate pollution. As discussed
below, the direct regression of Yt on Zt giving z is also of
interest from a regulatory perspective, because only
ambient concentrations are currently regulated.
Our modeling approach incorporates relevant data from
5 separate epidemiologic studies and properly accounts
for heterogeneity in the Xt Ztrelationship across studies.
This hierarchical extension also allows us to apply the
measurement model to a new site such as Baltimore and to
include uncertainty about the Xt  Zt relationship in the
estimation of x for that new site.

30

More specifically, at the first stage of the measurement
model we use a Poisson regression model to describe the
association between daily mortality and the populationaverage personal exposure in Baltimore, which is a
missing predictor. At the second stage, we use the supplemental information about personal exposure from the
available exposure studies to model the association
between average personal exposure and ambient concentrations. We use a combination of Bayesian hierarchical
modeling (Lindley and Smith 1972; Morris and Normand
1992) and data augmentation (Tanner 1991) to estimate x,
the log relative rate of mortality associated with average
personal exposures to PM10 for Baltimore.
A hierarchical model is a flexible tool for modeling variability across studies of the relationship of personal and
ambient exposure concentrations. Hierarchical multivariate
regression models with missing predictors for both continuous and categorical data have been developed by Dominici
(2000) and Dominici and colleagues (1997, 1999). Data
augmentation can be used to account for uncertainty
appropriately in estimates of the log relative rate of mortality resulting from the missing personal exposure data.
Computationally, data augmentation can be handled
conveniently using Markov chain Monte Carlo (MCMC)
techniques (Tanner and Wong 1987; Gelfand and Smith
1990; Tanner 1991; Spiegelhalter et al 1994), which we
adopt here.
Regression calibration models have previously been
used to account for measurement error in nonlinear models
(Carroll et al 1995). Armstrong (1985) suggested regression
calibration for linear models, and Rosner, Willett, and
Spiegelman (1989) developed regression calibration
methods for logistic regression. Carroll and Stefanski
(1990) applied regression calibration to generalized
additive models with measurement error, using quasi-likelihood methods to handle predictors measured with error.
Prentice (1982) and Clayton (1991) discuss the covariate
measurement error problem for the proportional hazards
model. See Fuller (1987) and Stefanski (1985) for a detailed
discussion of measurement error in linear and nonlinear
models, respectively. Dellaportas and Stephens (1997),
Richardson and Gilks (1993), and Mallick and Gelfand
(1994) have developed Bayesian measurement error
approaches.
The Data Sources section describes the database for Baltimore, Maryland, and for the 5 studies reporting personal
concentrations and ambient measurements of PM10. These
represent the best data on personal exposures published in
the epidemiologic literature available to us. In the Methods
section, we describe a generalized additive model with log
link and Poisson error that we used to estimate z—the log
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relative rate of mortality associated with a unit change in
measured ambient concentrations of PM10—directly. The
semiparametric components are smoothing splines used to
describe long-term fluctuations in mortality due to seasonality, changing population health, and confounding effects
of weather. We first used the model to estimate z for Baltimore for the period 1987 to 1994.
The General Framework subsection for handling the
problem of measurement error includes a description of
the main components of error. Our simple hierarchical
model for Xt given Zt has been incorporated with the loglinear model to obtain a procedure for estimating x. This
procedure takes into account the uncertainty arising
because the personal exposures were not observed directly
and ambient levels were used as a surrogate. The results of
our analysis include a comparison with a non-Bayesian
alternative based on a 2-stage regression calibration
approach and an assessment of sensitivity to the prior distribution and modeling assumptions.

Figure 1. PM 10 (µg/m3), mortality, temperature and dew point for daily
time series on Baltimore for the 8-year period 1987–1994. Solid lines are
smoothing splines with 6 df/year; points are residuals of the raw data with
respect to the smoothing splines.

DATA SOURCES
The Baltimore data include daily mortality, temperature, dew point, and particulate pollution concentrations
for the 8-year period 1987 to 1994 (Figure 1). In addition to
the data for Baltimore, we have assembled data from 5
studies of personal exposure and ambient concentrations
of PM10 (Table 1). The 5 studies had heterogeneous goals,
population characteristics, sampling schemes, observation
periods, and locations as follows:
1.

In the Particle Total Exposure Assessment Methodology (PTEAM) study (Ozkaynak et al 1996), personal
exposure measurements were recorded for 48 consecutive days (September 22 to November 9, 1990) on some

of 178 selected residents of Riverside, California. At
most, 2 participants were monitored on any given day.
2.

In the Harvard study of patients with chronic obstructive pulmonary disease (COPD) (Rojas-Bracho et al
1998), personal exposure measurements were made
during the winter of 1996 and the winter and summer
of 1997 for a total of 114 nonconsecutive days on
18 COPD patients living in Boston. At most, 4 participants were monitored on any given day.

3.

In the Netherlands study of adults (NETH-A) (Janssen
et al 1998), personal exposure measurements were
made during the fall and winter of 1994, for a total of

Table 1. Study Characteristics, Averages of Personal and Outdoor PM10 Concentrations, and Results of Regression Model
for Daily Personal PM10 Exposures Versus Ambient (or Outdoor) Concentrations
Study
Study Characteristics
Number of sampling days
Number of people
Number of daily observations
Mean personal exposure (µg/m3)
Mean ambient exposure (µg/m3)
Intercepta (0s )
Slopea (1s )
a

PTEAM

COPD

NETH-A

NETH-C

THEES

49
178
2–8

114
18
1–4

43
37
1–12

26
45
5–15

14
14
11–14

110.58
84.51

37.29
23.19

60.38
40.82

104.55
38.20

85.85
60.05

59.95 ± 4.1
0.60 ± 0.01

29.92 ± 2.6
0.33 ± 0.12

34.17 ± 2.19
0.72 ± 0.13

85.08 ± 2.88
0.48 ± 0.13

57.69 ± 8.31
0.45 ± 0.19

Estimated regression coefficient ± SD.
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43 nonconsecutive days on 37 nonsmoking adults
living in Amsterdam, The Netherlands. At most, 12
participants were monitored on the same day.
4.

5.

In the Netherlands study of children (NETH-C) (Janssen
et al 1997), personal exposure measurements were made
in the spring of 1994 and the subsequent fall of 1995, for
a total of 45 nonconsecutive days on 45 children from
4 schools in Amsterdam, The Netherlands. Four to
eight repeated measurements of personal PM10 concentrations were obtained for each child.
Finally, in the Total Human Environmental Exposure
Study (THEES) (Lioy et al 1990; Mage and Buckley
1995), PM 10 personal samples were taken in the
winter of 1988 for a total of 14 consecutive days on 14
nonsmoking individuals in Phillipsburg, New Jersey.
A total of 11 to 14 repeated measurements of personal
PM10 concentrations were taken for each subject.

For the first 4 studies, each had a single outdoor monitoring site recording ambient PM10 concentrations for the
entire period, while there were 4 monitors recording data
in THEES. Because the variation in the outdoor PM10 concentrations among outdoor sites on a single day was small
in THEES, the daily data have been aggregated by taking
their daily mean.
Table 1 summarizes the 5 studies showing the sampling
schemes, the averages of personal and outdoor PM10 concentrations, and the results of a linear regression model for daily
personal PM10 exposures versus ambient (or outdoor) concentrations. In all of the studies, mean personal exposures to
PM10 were usually greater than ambient concentrations,
probably because of the influence of indoor sources such as
smoking, cooking, and dust on exposures to particles.

METHODS
LOG-LINEAR REGRESSION OF MORTALITY ON
MEASURED AMBIENT POLLUTION
CONCENTRATIONS
In this subsection, we describe time-series models for
investigating the effects of measured ambient concentrations of PM10 on mortality risk. To reestablish notation, Yt,
Xt, and Zt are the observed mortality, average personal
exposure to PM10, and the measured ambient PM10 concentration on day t, respectively. z is the log relative rate of
mortality associated with a unit increase in Zt, the ambient
concentration of PM10. Here, z is the target of estimation.
In the general framework for measurement error, the same
model is used with Xt replacing Zt, thus giving inferences
about x for comparison with those on z.
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To estimate  z, we use a generalized additive model
(Hastie and Tibshirani 1990) with log link and Poisson error.
We account for seasonal and longer-term fluctuations in
mortality and temperature that can confound the pollution
effects (Samet et al 1995; Kelsall et al 1997) using spline
functions of calendar time and temperature, respectively.
We consider 3 age groups: younger than 65 years old, 65 to
75 years, and older than 75 years. More specifically:
log t = 0I<65 + 1I65–75 + 2I>75 + zZt
+ dowDOW + S1(time, 7/year)
+ S2(temp0,6) + S3(temp1–3,6)
+ S4(dew0,3) + S5(dew1–3,3)
+ smooth function of time (8 df ) for age group (1)
where 0, 1, and 2 are the age-specific intercepts and
DOW are indicator variables for day of week.
Smooth functions of calendar time S (time, ) are
included for each city to protect the estimate of pollution
log relative rate ˆ Z from confounding by longer-term trends
due to changes in overall health conditions, sizes and
characteristics of populations, seasonality, and influenza
epidemics, and to account for any additional temporal correlation in the count time series. That is, we estimate the
pollution effect using only shorter-term variations in mortality and air pollution. Here, is df for the spline, which
can be prespecified based on epidemiologic knowledge of
the time scale of the possible confounder. For example,
Dominici and colleagues (1999b) set = 7 df per year so
that little information from time scales longer than approximately 2 months is considered in estimating z. To control
for weather, we fit smooth functions of the same day temperature (temp0), average temperature for the 3 previous
days (temp1–3), each with 6 df, and the analogous functions for dew point (dew0, dew1–3), each also with 3 df. We
also control for age-specific longer-term temporal variations in mortality, adding a separate smooth function of
time with 2 df per year, for each age-group contrast, to
allow for different long-term trends across the 3 age
groups. We impose a finite-dimensional parameter space
on S(x, )by restricting the choice of the smooth functions
to the space spanned by a finite set of natural cubic splines
on a fixed grid of knots. Each function S(x, ) can therefore
q
be rewritten in the linear fashion  j=1 B j (x) j for some
values 1…q (Green and Silverman 1994).
Model (1) can be rewritten as follows:
log t = Wzt

z

+ Btz

(2)
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where Wzt = [Zt, I<65, I65–75, I>75, DOW] and z = [z, 0, 1,
2, dow ]. Here, Bt is the tth row of the design matrix for the
cubic splines and t is the corresponding vector of coefficients. Kelsall and colleagues (1997) and more recently
Dominici and colleagues (2000) have used this model to
estimate z in Philadelphia and in the 20 largest US locations, respectively.
GENERAL FRAMEWORK FOR MEASUREMENT ERROR
We begin our discussion of measurement error by
reviewing the conceptual framework in the log-linear
regression used for time-series studies of particulate air
pollution and mortality (Zeger et al 1999). The discussion
below is based on the premise that the ideal investigation
of the health effects of air pollution would be conducted at
the individual level with measurement of personal exposures to the pollutants. Exposure and mortality are only
available after aggregation to a municipal level, however;
pollution data from indoor monitoring are not available in
the analysis.

attention to first-order terms in a Taylor series expansion,
the expected number of deaths on day t can be approximated:
log t  log(nt0t) + x(Xt(w)  Xt)
+ x(Xt  Zt) + xZt + confounders.

(5)

Here nt0t denotes the total baseline risk in the population of size nt, and Xt(w) is a risk-weighted personal exposure given by X t(w) =  0it X it /  0it , and Xt denotes the
i
i
unweighted average exposure. The first term, nt0t, will
vary slowly over time because the population and its
health behaviors cannot change suddenly. The second
term, x(Xt(w)  Xt), represents the effect of having aggregated rather than individual data in an ecological analysis
such as ours. It is likely to be small and also to vary slowly
over time t unless high-risk individuals change their exposures to pollutants over the shorter term in response to pollution levels. This, however, is unlikely.

(3)

The third error term, x(Xt  Zt), has the greatest potential to introduce bias in the estimate ˆ z and hence it is the
focus of our analysis in the next subsection. See Zeger and
colleagues (1999) for a more detailed analysis of sources of
measurement error in estimates of air pollution exposure.

where it is the individual’s risk of dying on day t; 0it is
the baseline risk for person i when all predictors are 0; Xit
is personal exposure that day; x is the log relative rate of
scientific interest, and confounders represents all terms in
the log-linear regression model (2) except zZt. By (3), the
expected total numbers of deaths t in a community of size
nt is

Because day-to-day variation in mortality attributable to
air pollution is on the order of 1% or 2% (Kelsall et al
1997), the linear approximation above is reasonable. More
detailed analysis of higher-order terms in the Taylor series
expansion is unlikely to alter the inferences below but may
offer some additional insights for studies of morbidity
where attributable risks could be an order of magnitude
higher.

To estimate the log relative rate of mortality for increases
of personal exposure to PM, we would ideally consider a
model

it = 0itexp(Xitx + confounders)

t = 0itexp(Xitx + confounders).
i

(4)

In analyzing population-level data on mortality and air
pollution, we have previously used model (2), which estimates z, the log relative rate of mortality for increases of
ambient concentrations. If the regression coefficient x in
model (3) is the target of inference, how closely do estimates of z from model (2) approximate x?
Because we observe Zt and not Xit, we can write
Xit = (Xit  Xt) + (Xt  Zt) + Zt,
where Xit  Xt is the difference between an individual’s exposure Xit and the population-average personal exposure
Xt, and Xt  Zt is the difference between average personal
exposure Xt and the measured ambient level Zt. If we substitute this decomposition into equation (4), and limit

MODELING MORTALITY AS A FUNCTION OF
AVERAGE PERSONAL EXPOSURE
The regression methodology used to estimate the mortality-pollution association is extended here by accounting
for measurement error in PM 10 . We assume that the
ambient measure of PM10, denoted by Zt in (2), is a surrogate measure of the average personal concentration X t
(Carroll et al 1995); that is, Yt is conditionally independent
of Zt given Xt. Our strategy can be described in 2 steps.
First, we model the mortality/personal exposure association in a particular location (as in the Baltimore example
below) by the generalized additive model (2) with Xt, the
unknown average personal exposure to PM10, as the key
predictor rather than Z t . We denote the observed and
missing predictors for Baltimore by ZtB and XtB. We then
use 5 additional data sources on average personal
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exposure and ambient concentrations to estimate XtB and
x. Let S = {1,2,3,4,5,B} be the label-set of data sources. The
available data are the mortality counts in Baltimore YtB, the
ambient PM10 measures for all the locations Zts, s S, and
the average personal PM10 exposures for all the locations
X ts except for Baltimore. We model these data in 2 parts.
The model for YtB given XtB is specified by
YtB | t ~ Poisson(t), t = 1, … T
log t = Wxt

x+

Btx

(6)

where t = t(Xt ) since Wxt = [Xt , I<65t, I65–75t, I>75t, DOW]
and x = [x, 0, 1, 2, dow ].
B

B

The hierarchical model for Xts given Zts is then specified
by
Xts = 0s + 1sZts + t,t ~ N(0, x2), s  S

0s 0 ~ N(0, 02)sS

(7)

1s 1 ~ N(1, 12)sS.
The slope 1s measures the change in personal exposure
per unit change in measured ambient concentration at
location s. If there is relatively little measured error in the
ambient levels, the slope can be also interpreted as the
fraction of exposure from ambient sources that occurs
either outdoors or through penetration of ambient pollution indoors. The variances x2,  02, and  12 represent the
error in the estimated regression of Xts on Zts, and the variability of the regression coefficients  0s and  1s across
studies, respectively.
Under this simple linear model, the intercept 0s represents personal exposure to particles that does not derive
from external sources but arises from particle clouds generated by personal activities or unmeasured microenvironments. Because few of the available data sets report
personal and ambient data on several people, we assume
that 0s and 1s are constant across subjects within a region.
As more data on personal exposures and ambient concentrations become available, however, this model can be
readily extended to a longitudinal regression model with
subject-specific slopes. Doing so in this application has
little effect on the results because the number of subjects
per region is much larger than the number of regions.
PRIOR DISTRIBUTIONS AND COMPUTATION
For a Bayesian analysis with this model, we must
specify prior distributions for all unknown parameters. An
attractive and practical approach in a hierarchical model is
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to specify dispersed but proper prior distributions and
then supplement the baseline analysis with additional
sensitivity analyses. A priori, the unknown parameters
were assumed to be independent so that the joint prior is
the product of the marginal of each parameter. For the
overall regression parameters 0, 1, and for the vector of
the log relative rates x, we use normal distributions, and
for the variance parameters  02, 12, and  x2 we use inverse
gamma distributions. Prior means and 95% intervals of all
the unknown parameters are summarized in Table 2.
Since the data on the association between Xt and Zt are
available from only 5 studies, the prior distribution for  02
and  12—that is, the variance across cities in the study-specific intercepts and slopes—has a substantial impact on
our posterior inference. The prior specification for these
parameters has been selected to allow the personal exposure to particles that does not derive from external sources,
0s, and the fraction of personal exposure that derives from
measured ambient concentrations, 1s, to range across a
large set of reasonable values. Later we supplement this
baseline analysis with additional sensitivity analysis.
Under this model, samples from the posterior distribution
of the unknown parameters can be drawn by implementing a block Gibbs sampler (Gelfand and Smith 1990)
with Metropolis steps to draw from the full conditional
distributions of z, z under model (2) and x, x, and XtB
under model (3). For x and x , we use a random walk
proposal where we generate each component vector from a
normal distribution centered at the current value of the
parameter and with variance obtained from the output of a
generalized additive model with log link Poisson error.

Table 2. Means and 95% Intervals A Priori and
A Posteriori of Unknown Parameters
Parameters

A Priori

A Posteriori

0
1


50 (16, 114)
0.5 (1.5, 2.55)

51.6 (32.05, 71.45)
0.53 (0.21, 0.86)

0(0 1.96, 0 + 1.96)

49 (22.71, 73.32)

B1

1(1 1.96, 1 + 1.96)

0.60 (0.13, 1.13)

x

20 (12, 42)

18.71 (17.17, 20.62)



20 (12, 42)

20.64 (13.53, 32.39)



0.43 (0.27, 0.85)

0.35 (0.23, 0.55)

x

0 (10, 10)

1.4 (0.24, 2.88)

z

0 (10, 10)

0.9 (0.67, 1.12)
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The same strategy is used to sample z and z. For XtB we
use an independent proposal equal to the normal prior distribution specified by equation (7). Because we will gain
little information about XtB from YtB, this proposal choice
leads to an efficient strategy.
When z and x are high dimensional, the computations
needed for implementing a full Bayesian approach—that
is, to draw from the joint posterior distributions of z and
z and then to integrate over the z to obtain the marginal
posterior distributions of the z—are feasible but extremely
laborious. The computation becomes even more intensive
if we want to make inferences on x, taking into account
the uncertainty due to the lack of knowledge of XtB.
To ease the computational burden, we have approximated the posterior distributions of z and x by assuming
z = ˆ z under model (2) and x = ˆ x under model (3), where
ˆ z and ˆ x are the maximum likelihood estimates obtained
under the generalized additive model with log link and
Poisson error. With these assumptions, the difference
between the marginal posterior distributions of z and x
obtained under the full Bayesian approach and its approximation (where z = ˆ ) is small and leads to no meaningful
differences in the inferences on all other unknown parameters.

ANALYSIS OF BALTIMORE DATA

Baltimore, we obtain ˆ x = 1.67 with 95% confidence interval
(CI) equal to (0.26, 3.21).
HIERARCHICAL BAYESIAN ANALYSIS
In this subsection, we analyze the Baltimore data by
using the hierarchical Bayesian model (6), (7), presented
previously. Model fitting is performed using MCMC
methods. Because of the lack of measurements on personal
exposure in Baltimore, the sampled values of our parameter of interest x are likely to be autocorrelated, resulting
in a chain that slowly converges to the posterior distribution. To assess convergence, we used the Gelman and
Rubin (1992) diagnostic in Convergence Diagnostics and
Output Analysis (CODA) (Best et al 1995). We run 5 parallel chains starting from 5 overdispersed sets of initial
values. We run the chains for 100,000 iterations and save
every tenth value. The value of the shrinkage factor for x
has a median of 1.01 and 97.5% upper CI equal to 1.03,
suggesting that the 5 chains mix well and may be assumed
to arise from the desired marginal posterior distribution.
The acceptance probabilities for the Metropolis steps for x
(and for z in model [2]) and for XtB were roughly equal to
0.4 and 0.9, respectively. The high acceptance rate for XtB
indicates that the mortality data YtB is only slightly informative in the estimate of XtB.
Figure 2 gives a summary of posterior inferences on
study-specific regressions for personal concentrations

In this subsection we analyze air pollution data from
Baltimore, Maryland, using additional information obtained from the 5 epidemiologic studies on personal and
outdoor exposures to PM10. We start by presenting a nonBayesian nonhierarchical method based on a regression
calibration approach. We then use the Bayesian hierarchical model introduced previously and compare the
results obtained under the two approaches.
REGRESSION CALIBRATION APPROACH
An alternative non-Bayesian method uses the following
2-stage regression calibration. At the first stage, we fit
linear regression models to the 5 validation data sets. We
then estimate the overall intercept and slope ˆ 0, ˆ 1 by
using a weighted average for a random effect model—that
is, we average the study-specific intercepts and slopes in
Table 1 with modified weights to take into account the
variability of coefficients among the studies (DerSimonian
and Laird 1986).
We obtain ˆ 0 = 53.18 and ˆ 1 = 0.53. At the second stage,
we estimate the average personal exposure time series for the
location of interests as Xˆ tB = ˆ 0 + ˆ 1 ZtB , and we use Xˆ tB
instead of ZtB in the generalized additive model (6). For

Figure 2. Summary of posterior inferences on study-specific regressions
for personal concentration versus ambient measures of PM10. The picture
summarizes the point inference of regression coefficients. Each line is the
regression line given by the posterior mean of the overall parameters. Each
regression line is plotted at the range of the study-specific outdoor exposures. The regression line for the Netherlands studies (children) is above
the diagonal, showing an average personal exposure always higher than the
outdoor exposure.
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versus ambient measures of PM10. Each line is the regression defined by the posterior means of the study-specific
parameters, 0s, and 1s. The thicker line is the regression
line defined by the posterior means of the overall parameters 0 and 1. Each regression line is plotted on the range
of the study-specific outdoor exposures. The regression
line for the Netherlands studies (children) is above the
diagonal, showing an average personal exposure that is
always higher than the outdoor concentrations.
Figure 3 shows the posterior distributions of the studyspecific intercepts and slopes, respectively. At the far
right, the posterior distributions of the corresponding
overall parameter values 0 and 1 are pictured. The boxplots for Baltimore are wider because they incorporate the
uncertainty from lack of knowledge about personal concentrations for that location.
Overall, we find that a unit change in ambient concentration is associated with a 0.53 increase in average personal exposure, and that the intercept has a posterior mean
of 51.6 µg/m3. These results are very close to the estimated
ˆ 0 and ˆ 1 of the regression calibration model. The posterior mean and 95% interval of the regression standard
error  x in the estimated regression is 18.71. Posterior
means of  are all close to the estimated regression coefficients summarized in Table 1. In addition to the posterior
distributions of the regression coefficients for the
5 validation studies, the Bayesian hierarchical model
provides estimates of the regression coefficients 0B and
1B for Baltimore. The estimated marginal posterior means
are 49 and 0.65, respectively. Because the hierarchical
model allows for heterogeneity across studies of , these
estimates differ slightly from the overall regression coefficients ˆ 0, ˆ 1 estimated under the regression calibration.
The variability of the regression coefficients (intercept and
slopes) between data sources is captured by 0 and 1. The
estimated marginal posterior means are 20.64 and 0.35,
respectively. Means and 95% regions a priori and a posteriori of all the unknown parameters are summarized in
Table 2.
Figure 4 displays the estimate of the nonlinear adjustment for the current day temperature. The vertical scale
can be interpreted as the relative risk of mortality as a
function of temperature. The dotted lines are the 95%
confidence interval bands at each given temperature. As
expected, the highest daily mortality mean occurs at the
most extreme temperatures; the minimum level of daily
mortality is reached at 69°F.
Finally, Figure 5 shows the posterior distributions of log
relative rates (percentage increase in mortality for 10 µg/m3
increase in PM 10 exposure) of mortality from ambient
exposures  z and from total personal exposure x . The
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Figure 3. Boxplots of samples from the posterior distributions of the studyspecific intercepts and slopes. At the far right are the posterior distributions of the corresponding overall effects. The boxplots for Baltimore are
wider because they incorporate uncertainty due to the absence of personal
concentrations for that location.

posterior means and interquartile range (IQR) of z and x
are 0.9, (0.67, 1.12) and 1.4, (0.24, 2.88), respectively.
Note that measurement error tends to bias the results
toward zero and that the IQR of x is larger than the IQR of
z. The posterior standard deviation of x, which is equal
to 0.74, is larger than the posterior standard deviation of
z, 0.34, for 2 reasons: (1) even if we know with certainty
the correction factor 1B, the intercept 0B, and the average
personal exposure time series in Baltimore XtB, then the
posterior standard deviation of x would be roughly equal
to the posterior standard deviation of z times 1/1B; (2) the
IQR of x also incorporates the uncertainty from estimating
the correction factor and not having the average personal
exposure time series in Baltimore, Maryland.
The estimate of x is slightly larger under the regression
calibration model than under the Bayesian hierarchical
model, with a substantial overlap of the 2 IQRs. The hierarchical model on the study-specific regression coefficients,
0s and 1s, and the estimation approach for the missing
personal exposure to PM10 for Baltimore, XtB, contribute to
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this difference. First, in the regression calibration, we
assume that 0B and 1B equal the overall coefficients ˆ 0 and
ˆ 1. The hierarchical model incorporates variability in the 
across the studies’ regressions and thus allows 0B and 1B to
be different from the population parameters. Second, in the
regression calibration, we estimate XtB with a plug-in procedure without accounting for the information from Y tB .
Under a Bayesian framework, XtB is considered to be an
unknown parameter and therefore we estimate its marginal
posterior distribution, p(XtBYtB, ZtB, data), using all available data.

Figure 4. Nonlinear adjustment for the current day temperature. The
vertical scale can be interpreted as the adjusted daily mortality mean as a
function of the temperature. The thinnest lines are the 95% posterior bands
at each given temperature. As expected, the highest daily mortality mean
occurs at the most extreme temperatures; the minimum level of daily mortality is reached at 69°F.

In summary, the Bayesian model is a more conservative
approach because it takes into account key sources of
uncertainty in the log relative rate ˆ x, which results from
estimating the regression coefficients ˆ 0,ˆ 1, as well as the
average personal exposure XtB. A strength of the Bayesian
model is that it easily provides a quantitative assessment of
the variability across studies in the personal–ambient relationships by estimating the posterior distribution of the
variance parameters  20 and  21 . In addition, the 2-stage
regression calibration approach does not easily lend itself
to generating ranking probabilities as, for example,
P(  x   z  data). These advantages come at the cost of
increased computational complexity and of the introduction of prior information that necessitates further sensitivity
analyses.
MODEL CHECKING AND SENSITIVITY ANALYSIS
Our strategy for investigating the impact of the model
assumptions and the prior distribution on our results is
based on inspecting posterior summaries of x under the
following scenarios for departure from the hierarchical
model (7), and from the baseline prior distribution.
In the measurement error model (7), one of the most
influential assumptions is likely to be additive Gaussian
error. Hence, we consider the following alternative scenario:
1.

in (7), we assume a log normal distribution with multiplicative error, that is,
log(XtS) =

Figure 5: Comparison between the relative rates (% increase in mortality
for 10 µg/m3 increase of PM10 exposure), obtained by fitting the semiparametric Poisson model having as predictors the ambient concentrations and
the average personal exposures, respectively. The boxplots represent the
posterior distributions of the 2 relative rates (z, x). The posterior means
and IQR of z andx are 0.47, (0.1, 0.8) and 0.80, (0.33, 1.60), respectively.

S

0

+

S

1

log(ZtS) + N(0, 2).

The 2 most influential prior parameters in the sensitivity
analysis are the variances across cities in the intercept and
slope of the regression of Xt on Zt, since data are available
for only 5 studies. The alternative scenarios for the sensitivity analyses to the prior distribution are:
2.

in the baseline, with the assumption that the variability across studies in the personal exposure to
ambient is believed to be 2 times higher: B1 = 0.5  2;

37

NMMAPS I, Section 2: Measurement Error Model

3.

in the baseline, with the assumption that the variability across studies in the personal exposure to
ambient is believed to be 2 times smaller: B1 = 0.5/2;

4.

in the baseline, with the assumption that the variability across studies in the indoor exposures is
believed to be 2 times higher: B0 = 1,000  2;

5.

in the baseline, with the assumption that the variability across studies in the indoor exposures is
believed to be 2 times smaller: B0 = 1,000/2; and

6.

in the baseline, with the assumption that the prior
mean of x is believed to be equal to the regression
calibration estimate: E[x] = 1.67.

Figure 6 shows the marginal posterior distributions of x
and the posterior probabilities that x > z under our baseline model and under the 6 alternative scenarios. The posterior probabilities of x z, posterior means, and IQR of
x are quite stable under all scenarios, revealing that the
hierarchical model is not very sensitive to model assumptions and the prior distributions.
Figure 6. Posterior distributions of x under the 6 alternative scenarios. At
the top are shown the posterior probabilities that x  z. B = baseline.

DISCUSSION
Findings of air pollution–mortality studies figure prominently in the development of environmental public
policy. Hence, a better understanding of the consequences
of the measurement error in air pollution studies is needed
(Thomas et al 1993; Zidek et al 1998; Zeger et al 1999). We
have developed a hierarchical measurement error model to
combine information about the relationship of mortality to
ambient air quality measures and the association of
ambient concentrations and personal exposures to particulate pollution exposure. Our model combines 2 sources of
information to estimate the coefficient x, which measures
the relative increase in mortality per unit increase in personal exposure to PM10. Like every statistical model, this
one is an approximation of reality, designed to make effective use of the available information about x.
We have estimated both  z and x in Baltimore. The
parameter x describes the effect of personal exposure to
particulates on the risk of mortality, as discussed in section
3. It is of direct biologic and etiologic interest. If ambient
concentrations Zt are measured precisely, z represents the
expected proportional change in mortality in a population
given a unit reduction in ambient air pollution levels.
Since, in most countries, governments attempt to regulate
ambient concentrations rather than personal exposures, z
is of direct interest to regulators. In the models presented
here, z can be estimated directly from the available data Yt
and Zt for a city such as Baltimore. We depend on auxiliary
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information and modeling assumptions to estimate  x.
Nevertheless, it is useful to have an estimate of the bias
arising from using ambient levels rather than personal
exposures, even if that estimate is dependent on assumptions. Heterogeneity in this bias across locations is likely,
and it is relevant to assessing the external validity of
regression findings in a particular location.
It is also useful to have an estimate of the effect of personal exposure to ambient measurements on the risk of
mortality. Although such an estimate must take into
account the different sources of emissions, we can give a
partial answer for Baltimore by inspecting the posterior
distribution of x  1B. The posterior mean and IQR of this
parameter is 0.79, (0.56, 1.02), which is close to our direct
estimate of the posterior distribution of z.
The strengths of our analysis are that
1.

it extends regression calibration, giving a more conservative result because it takes into account mortality data YtB and all the key sources of uncertainty in
the log relative rate ˆ x;

2.

it easily provides a quantitative assessment of the
variability across studies in the personal–ambient
relationships;

3.

it lends itself to generating ranking probabilities as,
for example, P(x  zdata); and

4.

the results do not appear sensitive to alternative measurement error model assumptions and specifications
of the prior distribution within a reasonable range.
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One important limitation of the current formulation is
the modeling of the association between ambient and
average personal exposure. Given extensive daily ambient
exposure data, a time-series model of Xit on Zt would be
more appropriate than the simple linear models we used.
In the PTEAM data, we do have 48 consecutive days of
both ambient and average personal exposure levels and
have examined whether their association is identical at all
time scales, as assumed by our linear model. In fact, we see
some evidence that the association is stronger at longer
time scales, suggesting that a time-series model might
improve on the analysis presented here. But the PTEAM
study is the only one with time-series data and even these
data are limited in duration, making additional exploratory analysis difficult. Extensions of our model to allow
for time-series structure in the exposure component can be
easily implemented, given time-series data at several sites.
A desirable extension of our model would be to allow heterogeneity across studies of the regression variances. In
Baltimore, however, because XtB is unknown, such variance is not identifiable.
Another limitation is that our measurement error analysis is for a single pollutant, PM 10 . An important and
needed extension would be the case of multiple pollutants—for example, PM10, NO2, SO2, and CO, all combustion products—which are correlated and simultaneously
measured with correlated errors. Zidek and colleagues
(1996) and Zeger and colleagues (1999) have investigated
the effects of measurement error in regression analyses
when explanatory variables are correlated and measured
with errors. Currently, we are unaware of empirical studies
that have measured multiple pollutants for individuals
and at central sites simultaneously. Our model extends
naturally to the multipollutant case when such data
become available in the near future.
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Section 3: Mortality Displacement–Resistant Estimates of Air Pollution Effects
on Mortality
Scott L Zeger, Francesca Dominici, and Jonathan M Samet

ABSTRACT

INTRODUCTION

A number of studies have recently shown an association
between particle concentrations in outdoor air and daily
mortality counts in urban locations. In the public health
interpretation of this evidence, a key issue is whether the
increased mortality associated with higher pollution levels
is restricted to very frail persons for whom life expectancy
is short in the absence of pollution. This possibility has
been termed the harvesting or mortality displacement
hypothesis. We present an approach to estimating the association between pollution and mortality from time-series
data that is resistant to short-term mortality displacement.
The method is based in the concept that mortality displacement alone creates associations only at shorter time
scales. We use frequency domain log-linear regression
(FDLLR)* to decompose the information about the pollution-mortality association into distinct time scales, and we
then create mortality displacement–resistant estimates by
excluding the short-term information that is affected by
mortality displacement. We illustrate the methods with
total suspended particles (TSP) and mortality counts from
Philadelphia for 1974 to 1988. We show that the TSP-mortality association in Philadelphia is inconsistent with the
mortality displacement–only hypothesis and that the mortality displacement–resistant estimates of the relative risk
of mortality associated with TSP are actually larger, not
smaller, than the ordinary estimates.

The acute effects on morbidity and mortality of extreme
episodes of particulate air pollution have been well documented by the 1952 London fog and other air pollution
disasters (Beaver 1953). More recently, acute health effects
have been associated with fluctuations in particulate air
pollution well within the US Environmental Protection
Agency (EPA) standards (1995, 1996). Substantial evidence has accumulated over the last decade in support of
associations of daily levels of air pollution with mortality
counts and with measures of morbidity. Bascom and colleagues (1996a,b) and Dockery and Pope (1994) provide
overviews of this new literature. Samet and colleagues
(1995) have conducted reanalyses and critically evaluated
the pioneering work by Schwartz and Dockery (1992) and
largely confirm an acute association between mortality
and particulate air pollution.

* A list of abbreviations and other terms appears on page 13.
The National Morbidity, Mortality and Air Pollution Study: Methods and
Methodologic Issues, Part I of Health Effects Institute Research Report 94,
includes an Investigators’ Report, a Preface, a Commentary by the Health
Review Committee, and an HEI Statement about the research project. Correspondence concerning this section may be addressed to Dr Scott L Zeger,
Department of Biostatistics, Johns Hopkins School of Public Health, 615
North Wolfe Street, Baltimore MD 21205-2179.
Although this document was produced with partial funding by the United
States Environmental Protection Agency under Assistance Award R824835
to the Health Effects Institute, it has not been subjected to the Agency’s
peer and administrative review and therefore may not necessarily reflect
the views of the Agency, and no official endorsement by it should be
inferred. The contents of this document also have not been reviewed by
private party institutions, including those that support the Health Effects
Institute; therefore, it may not reflect the views or policies of these parties,
and no endorsement by them should be inferred.
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Nevertheless, uncertainty remains regarding the public
health implications of these findings. First, controversy
remains about whether a single constituent of air pollution
is responsible for the increased mortality and morbidity or
whether the adverse health effects are caused by combined
actions of multiple pollutants (Samet et al 1997). Even if a
single constituent of the mix of pollutants in urban air,
such as small particles, is largely responsible for increasing morbidity and mortality, a second question arises:
is the increase in mortality only among extremely frail
individuals whose remaining life expectancy, in the
absence of pollution, would be short? That is, are only a
small number of total days of life lost from pollution, or are
individuals dying who would otherwise have survived for
substantial periods? The possibility that only extremely
frail individuals die from exposure to air pollution has
been termed the harvesting hypothesis (Schimmel and
Murawski 1976), a phenomenon also referred to as mortality displacement.
One approach to investigating the possibility that only
frail individuals are affected by air pollution uses a compartmental model. In the simplest frailty model, the death
process is assumed to have 2 steps. First, an individual
moves from a relatively healthier population into a very
frail subgroup from which all mortality occurs. In the
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second transition, persons in this frail pool die; the risk of
dying increases at higher pollution levels. If the size of the
pool of the frail persons is small, then the mean residency
time in the frail condition is short, regardless of the exposure to pollution. In this case, mortality displacement can
occur because persons in the frail pool have a short life
expectancy in the absence of pollution. On the other hand,
if the size of the frail population is large, the mean residency time in the frail state is relatively long, so that pollution-caused deaths substantially shorten life. More
realistic extensions of this simple 2-compartment model—
for example, to include 3 states: healthy, diseased, and
highly frail—can be developed, but they would capture the
mortality displacement principle in a similar way.

scales. Then we review briefly an approach to time-series
modeling of the mortality–air pollution association that
gives separate estimates of the pollution effect at different
time scales. Kelsall and colleagues (1999) describe this
FDLLR in detail. We next propose a mortality displacement–resistant estimator that sets aside the short-term
associations that are subject to the influence of mortality
displacement. Further, we apply this method to the analysis of particulate air pollution and mortality data from
Philadelphia for the period 1974 to 1988, which were previously analyzed by several investigators (Kelsall et al
1997; Samet et al 1997).

The evidence available in mortality time-series data to
assess whether mortality displacement occurs is found in
the pattern of mortality following days with a large
number of deaths. If the frail subpopulation is small and if
deaths can occur only from this pool, then the number of
deaths on a day after a pollution event will be fewer than
expected because the previous high mortality depletes the
pool of at-risk frail individuals. Hence, we would expect a
negative autocorrelation between the number of deaths on
a day after a pollution episode and a day before that episode (Lipfert and Wyzga 1995).

SIMPLE MODEL FOR MORTALITY
DISPLACEMENT

A few investigators have developed statistical models
using the ideas above to estimate the size of the frail population and the expected days of life lost due to exposure to
air pollution. Smith and colleagues (1997) used a 2-compartment model as described above with the additional
assumption that both the risk of becoming frail and the risk
of death may depend on air pollution.
In this section, we take a different approach to the mortality displacement issue. Rather than attempting to estimate directly the degree of mortality displacement, we
propose a class of estimators of the pollution-mortality
association that is resistant to shorter-term mortality displacement. That is, we propose an approach that ignores
the information in the time-series data in which short-term
mortality displacement would influence the mortality-pollution association. With this approach, pollution relative
risks are close to unity if the association is due to mortality
displacement alone. The method is based on partitioning
both the pollution and mortality time-series data into components with variation occurring at different time scales
and then relying on the longer-term components to estimate the effect of pollution on mortality.
First, we propose a simple, 2-compartment model for
mortality displacement and demonstrate that mortality
displacement produces correlations between mortality
and pollution data that are nonnegligible only at short time
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The simplest model that captures the mortality displacement phenomenon is based on the assumption that
individuals in the general population transition into a very
frail subgroup, and that death occurs only among this frail
subpopulation. This idea can be implemented in the following difference equation Nt = Nt–1 – Dt–1 + It, where Nt is
the size of the frail population, It is the number of new persons from the general population who become frail at the
start of day t, and Dt is the number of deaths. This equation
simply states that the frail population on day t comprises
those frail individuals less the number of deaths from the
previous day plus the newly frail. Hence on days following
a large number of deaths, the very frail population at high
risk of pollution-induced death is reduced and fewer
deaths can result.
Given Nt frail persons on day t, we assume that each
person independently experiences a daily hazard of death
t, where the log-odds of death depends linearly on the
pollution value x t . Finally, we assume that there is an
effectively infinite total population, and that the number
of persons, It, that enter the frail subpopulation at the start
of day t follows a Poisson distribution with mean

( )



I*t 1
I _
,
I
where I*t–1 is either the number of entrants from the previous day or a small positive constant if I t–1 = 0. This
model for It allows the number of persons entering the frail
state on a given day to depend on the number that entered
on the previous day, introducing some positive autocorrelation (when  > 0) that might reflect the influence of such
events as influenza epidemics or stretches of bad weather
(Zeger and Qaqish 1988). We assume that the long-term
average of persons entering the frail subgroup E[It] and the
long-term average of the frail persons dying per day E[Dt]
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are equal, so the population neither grows nor shrinks in
the long run. Finally, to initiate the mortality Dt and frailty
Nt time series, we assume that the number of persons at
risk on the first day follows a Poisson distribution with
mean equal to the long term average E[Nt].
To demonstrate that mortality displacement induces
associations between mortality and pollution only at short
time scales, we have generated 3 long (Nt, Dt) series, which
represent different degrees of mortality displacement. We
chose the parameter values in Table 1 so that the mean
number of deaths per day is 50, similar to the Philadelphia
data, and the mean residence times (MRTs) in the frail state
are 3, 30, or 300 days. The log-relative risk of mortality
associated with particles was 0.05 for all scenarios. These
data were generated in a simulated example using the TSP
series from Philadelphia for 608 days during the period
1980 to 1994 for xt, with 100 repetitions to create the simulated series of length 60,800.
Figure 1 displays the association, as measured by the
squared correlation (coherence) between the number of
deaths (square root transformed) Dt and particle measurement x t as a function of time-scale, for the 3 mortality
displacement scenarios. These plots were generated by
cross-spectral analysis (Bloomfield 1976). Note that in all
3 situations the correlation becomes nonnegligible only at
time scales that are less than about twice the MRT. Hence,
we see that mortality displacement induces association
between mortality and pollution only at shorter time scales.
In the next 2 subsections, we review our approach to
estimating the mortality-pollution association separately
at multiple time scales and then use that approach to produce estimates of pollution relative risks that are resistant
to mortality displacement by ignoring the short-term information that can be influenced by mortality displacement.

Table 1. Parameter Values for Simulated Example
Mean Residence Time
Parameter

3 Days

E[Nt]
E[It]
E[Dt]
00
01
a
C

150
50
50

.69
0.05
0.80
1

30 Days
1,500
50
50
3.36
0.05
0.80
1

300 Days
15,000
50
50
5.70
0.05
0.80
1

Figure 1. Estimated squared coherency between each pair of 
Dt and xt.

FREQUENCY DOMAIN LOG-LINEAR REGRESSION
The main idea of FDLLR is to decompose both the air
pollution series x t and the mortality series (hereafter
referred to as yt) into distinct component series xkt and ykt,
one pair for each of many distinct time scales k, and to calculate the association separately between xkt and yt for
each time scale.
Figure 2 shows such a decomposition into 5 time
scales—that is, roughly, year, season, month, week, day—
for the TSP and mortality series from Philadelphia for the
period 1974 to 1988. Note the top series comprise only the
longest-term fluctuations, while the bottom series represents the shortest-term variations. The actual value of xt
(or yt) on day t is obtained by summing the values of the 5component series on that day. This type of decomposition
can be obtained by smoothing with successively shorter
running averages.
Frequency domain log-linear regression estimates a separate coefficient ˆ  by regressing each yt component on its
corresponding component xt giving a sequence of regresˆ
ˆ
sion coefficients, for example, ˆ , ˆ , ˆ , 
, and 
in this 5component illustration.
The actual implementation of FDLLR uses a Fourier
series decomposition of the xt and yt series and produces a
smooth pollution-mortality log-relative risk function ˆ  of
the time scale or, equivalently, the frequency: k cycles in
the total period of observations, rather than estimates at
only 5 or some other small number of time scales. Kelsall
and colleagues (1999) give a detailed description of FDLLR.
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Figure 2. Decomposition into 5 component series for the mortality and TSP (µg/m3) series (on squared root scale) from Philadelphia for the period 1974 to
1988. Each plot represents the residual time series with respect to the previous component.

MORTALITY DISPLACEMENT–RESISTANT
ESTIMATES OF MORTALITY-POLLUTION
RELATIVE RISK
As we demonstrated above, mortality displacement will
affect only ˆ  for large k, say k > K. In the simulation study
we set the time scale k equal to twice the mean residence
time in the frail state. Under the hypothesis that mortality
displacement is the only cause of the pollution-mortality
association, we would expect ˆ  to be near 0 at low frequencies (when k is small) and to increase in absolute
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value toward higher frequencies (shorter time scales). A
plot of ˆ versus k is therefore informative with regard to
the mortality displacement hypothesis. We can also calculate a single mortality displacement–resistant estimator of
 by taking an appropriately weighted average of the ˆ  for
1  k  K, ignoring information at higher frequencies. The
estimator is specifically defined as:

ˆ = (k

Kwkx̄ kxk)

1(

k

Kwkx̄ kzk)

(1)

where xk and zk are the discrete Fourier transforms of xt
and of the linearized response zt used in generalized linear
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models (Zeger and Qaqish 1988), wk1 = Var(zk), and x̄ t is
the complex conjugate of x.
Many pollution-mortality analyses use daily time-series
data (Kelsall et al 1997). With series of n days, the possible
values of k range from 1 to n/2 complete cycles in n days
corresponding to frequencies: 1 cycle in n days to 1 cycle
in 2 days. We seek a mortality displacement–resistant estiˆ
mator that ignores the 
 corresponding to periods shorter
than about twice the MRT in the frail state. We showed
above that, under a simple model, the pollution-mortality
associations are negligible at the remaining time scales
when mortality displacement is the only source of this
association.
When our mortality displacement–resistant estimator is
applied to the simulated data with K corresponding to
twice the mean residence time, the estimated pollution
effect is close to 0 in all 3 cases.
Table 2 shows the fraction of the total frequencies corresponding to the shorter-time scales that must be ignored to
protect against mortality displacement for various values
of the MRT in the frail state given daily time-series data. A
large fraction of the available information is affected by
mortality displacement. Nevertheless, the remaining information at the longer frequencies can be used to estimate
the pollution-mortality association without being biased
by short-term mortality displacement, as illustrated for
Philadelphia.

Table 2. Fraction of Frequencies Whose Corresponding
Periods Are Shorter Than Twice Mean Residence Time
(MRT) in Frail State
MRT (Days)
2
4
8
16

Frequencies to Ignore (%)
50
75
87.5
93.75

On the left of Figure 3 we show the time-scale-specific
estimates of the mortality relative risk associated with TSP
by time scales. The horizontal axis is the time scale in days
at which the association is measured. The solid and dotted
lines are the estimated log-relative risks ±2 estimated standard errors, respectively, at each time scale. The plot is
scaled to show the expected change in mortality corresponding to a change of 1 interquartile range (IQR) in TSP.
On the right of Figure 3, we show the estimated mortality
displacement–resistant effects of TSP on mortality as successively more of the shorter-term information is removed.
The estimate at a particular time scale is calculated disregarding information in the left-hand panel at all shorter
time scales.
Note that the pattern in the left panel is the opposite of
the expectation under the mortality displacement hypotheses. The pollution relative rate is substantially different

APPLICATION TO PHILADELPHIA DATA
To illustrate our method, we consider mortality and air
pollution in Philadelphia for the years 1974 to 1988. The
data set is the same as that used by Samet and colleagues
(1997). In addressing the mortality displacement question,
we implement our FDLLR while adjusting for temperature,
dew point, and longer-term trends associated with factors
such as changes in medical practice, demographics, and
influenza epidemics. The adjustment is actually implemented using smoothing splines (Hastie and Tibshirani
1990) with 6 degrees of freedom (df) for temperature and
dew point and with 90 df for time, respectively. The
adjustment is similar to but not identical to those by Samet
and colleagues (1997), who used 120 df for time and
included day of the week as well.
Our goal is to calculate estimates of the pollution-mortality association in time-series data that sets aside, or
ignores, information affected by mortality displacement.
We first apply the FDLLR methods that estimate the pollutant-mortality association separately at each time scale.

Figure 3. Time-scale (frequency) specific and cumulative estimates of the logrelative risk for mortality associated with current-day total suspended particles
versus time scales in days estimated from daily time-series data from Philadelphia for 1974 to 1988. The solid and dotted lines are the estimates ±2 estimated standard errors. To the left of the cumulative estimates plot, mortality displacement–
resistant estimators correspond to a mean residence time of 2 days and 4 days, respectively. The cumulative estimates at a certain time scale K (days/cycle) is calculated
disregarding time scales shorter than K.
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from 0 at low frequencies, and in fact, decreases rather than
increases toward shorter-term frequencies. This pattern is
opposite to what is expected under the mortality displacement–only hypothesis. The mortality displacement–
resistant estimators corresponding to MRTs of 2 and 4 days
are 0.022 (95% CI, 0.012 to 0.032) and 0.024 (95% CI, 0.015
to 0.033), respectively, indicating that the association
between TSP and mortality reflects factors other than mortality displacement alone. Figure 3 reformats the information in Figure 2 into cumulative estimates that set aside
varying amounts of the short-term information—moving
from left to right, the estimate falls as increasing amounts
of short-term data are used.

DISCUSSION
The method we present can be approximated by using
filtering techniques to split the pollutant and mortality time
series into components that have variations on distinct time
scales, as was done in Figure 2. A log-linear regression of
the component mortality on the corresponding component
pollution series can be performed to obtain a separate relative-risk estimate for each component pair. Our method has
the advantage of giving relative-risk estimates that are continuous functions of time scale rather than providing only a
few discrete values. It also provides valid CIs that are not
directly available from log-linear regression programs.
In the current implementation of our mortality displacement–resistant estimator, we fix the time lag between the
pollution-exposure and mortality, rather than estimate it
from the data. Hence, it is advisable to consider multiple,
reasonable lags. For Philadelphia, the results were qualitatively the same when the TSP were lagged 0, 1, 2, or 3 days.
In gauging the public health significance of the evidence
from the daily time-series studies, we find that the extent
of mortality displacement has been a major point of controversy. With little evidence of significant life shortening,
the findings from the time-series studies may not warrant a
regulating response. In the recent standard-setting process
for particulate matter, 2 cohort studies have figured prominently because their findings indicate longer-term effects
(Dockery et al 1993; Pope et al 1995). Using a new analytic
approach, our reassessment of the Philadelphia data indicates that the previously reported associations between air
pollution indicators and mortality cannot be attributed
solely to mortality displacement. This analytic approach
should be extended to additional data sets to assess the
consistency of our findings in Philadelphia.
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Section 4: Mortality Displacement and Long-term Exposure Effects
Related to Air Pollution and Mortality
Joel Schwartz

ABSTRACT

INTRODUCTION

Although time-series analyses have demonstrated that
airborne particles are associated with early death, these
analyses have not clarified by how much the deaths are
advanced. If all of the pollution-related deaths were
advanced by only a few days, one would expect little association between weekly averages of air pollution and daily
deaths. I used the STL (seasonal and trend decomposition
using LOESS [locally weighted smoother])* algorithm to
resolve air pollution, daily deaths, and weather from
Boston into 3 time series: one reflecting seasonal and
longer fluctuations, one reflecting short-term fluctuations,
and one reflecting intermediate patterns. By varying the
cutoff between short term and intermediate term, it was
possible to look at mortality displacement on different
time scales. For chronic obstructive pulmonary disease
(COPD), there was evidence that most of the mortality was
displaced by only a few months. For pneumonia, heart
attacks, and all causes of mortality, the size of the effect
increased at longer time scales. The percent increase in all
deaths associated with a 10 µg/m3 increase in particulate
matter less than 2.5 m in aerodynamic diameter (PM2.5)
increased from 2.1% (1.5–4.3) to 3.75% (3.2–4.3) as the
focus moved from daily to monthly patterns. This is consistent with the larger effect seen in prospective cohort
studies, rather than mortality displacement playing a
major role.

A large body of literature has shown associations
between particulate air pollution and daily mortality and
morbidity (Bates and Szito 1987; Pope 1989; Fairley 1990;
Schwartz and Marcus 1990; Pope et al 1991, 1992, 1995a;
Schwartz 1991, 1993a, 1994a,b,c,d, 1995b, 1996, 1997;
Schwartz and Dockery 1992; Schwartz et al 1993, 1996;
Spix et al 1993; Sunyer et al 1993; Burnett et al 1994; Thurston et al 1994; Schwartz and Morris 1995; Verhoeff et al
1996; Anderson et al 1997; Katsouyanni et al 1997; Zeger
et al 1999). These associations have been shown in locations or seasons where O3 and SO2 concentrations were
essentially nonexistent, making confounding by these
other pollutants implausible (Schwartz 1995a). As a result,
national and international bodies (Expert Panel on Air
Quality Standard Particles 1995; US Environmental Protection Agency [EPA] 1997; World Health Organization
1997) have concluded that these associations should be
treated as causal and have recommended implementing
tighter standards. Although the association between PM
and daily mortality is generally accepted, considerable
controversy exists about the extent to which deaths are
advanced by higher air pollution levels. Some have argued
that it is inappropriate to use the regression coefficients
from these studies to estimate the attributable risk of air
pollution because it is not clear how many of the deaths
occur only a few days early in individuals who are already
dying (McMichael et al 1998). This is usually referred to as
harvesting or mortality displacement. If all of the deaths
associated with particulate air pollution were being displaced by only a few days, this would obviously have
implications for the extent of public health concern that
should be given to the associations.

* A list of abbreviations and other terms appears on page 13.
The National Morbidity, Mortality and Air Pollution Study: Methods and
Methodologic Issues, Part I of Health Effects Institute Research Report 94,
includes an Investigators’ Report, a Preface, a Commentary by the Health
Review Committee, and an HEI Statement about the research project. Correspondence concerning this section may be addressed to Dr Joel Schwartz,
Department of Environmental Health, Harvard School of Public Health,
665 Huntington Avenue, I-1414, Boston MA 02115-6021.
Although this document was produced with partial funding by the United
States Environmental Protection Agency under Assistance Award R824835
to the Health Effects Institute, it has not been subjected to the Agency’s
peer and administrative review and therefore may not necessarily reflect
the views of the Agency, and no official endorsement by it should be
inferred. The contents of this document also have not been reviewed by
private party institutions, including those that support the Health Effects
Institute; therefore, it may not reflect the views or policies of these parties,
and no endorsement by them should be inferred.

Health Effects Institute Research Report 94, Part I © 2000

On the other hand, the existing studies have examined
the association of air pollution exposure on mortality and
morbidity only on the same or past few days. Exposure of
animals to combustion particles indicates that they produce inflammatory damage in the lung at least partially by
the generation of oxidants (Gilmour et al 1996; Li et al 1996;
Pritchard et al 1996; Costa and Dreher 1997). This suggests
that exposure over time intervals of weeks may have some
additional cumulative effect that is not captured in the
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current short-term regression analyses. Further, studies
showing that air pollution is associated with increased
severity of illness (Bates and Szito 1987; Pope 1989; Pope et
al 1991; Schwartz et al 1993; Sunyer et al 1993; Burnett et
al 1994; Schwartz 1994a,b,c, 1995b, 1996, 1997; Thurston
et al 1994; Schwartz and Morris 1995; Anderson et al 1997)
suggest that it can increase the pool of persons at high risk
of dying (by moving people from moderate to severate illness) as well as deplete it. The net effect on the size of the
susceptible pool is not clear a priori. Finally, prospective
cohort studies of particulate air pollution and daily deaths
(Dockery et al 1993; Pope et al 1995b) have reported substantially larger effects of long-term exposure to, for
example, 10 µg/m3 of fine particles than are indicated by
the daily time-series studies. Those authors have suggested
that the difference may represent an effect of chronic exposure. Section 4 seeks to examine how the association
between particulate air pollution and mortality and morbidity varies as the time scale of the exposure varies.

DATA
Mortality data came from Boston for the years 1979 to
1986 as described previously (Schwartz et al 1996). Briefly,
between 1979 and 1986, dichotomous virtual impactor
samplers were placed at a central, residential monitoring
site in the Boston metropolitan area as part of the Harvard
Six Cities Study. Separate samples of fine particles (PM2.5)
and coarse mass (CM) were collected. This analysis is
restricted to the fine particle data. Daily deaths were
extracted from annual detail mortality tapes from the
National Center for Health Statistics (NCHS) for the same
time period, for Norfolk, Suffolk, and Middlesex Counties,
which are the metropolitan counties proximate to the monitor. Deaths due to accidents and other external causes
(ICD-9 800–999) were excluded. Separate counts were computed for deaths from ischemic heart disease (IHD) (ICD-9
410–414), congestive heart failure (ICD-9 428), pneumonia
(ICD-9 480–486), and COPD (ICD-9 490–496). Meteorologic
data were obtained from the National Center for Atmospheric Research. The hourly measures were collapsed
over 24-hour periods to provide a mean value for temperature and dew point. The initial paper reported an association between daily deaths and the average of air pollution
on the same and previous days. The association was seen
after control for weather (using nonparametric smooth
functions of temperature and humidity) and for season
(using a nonparametric smooth function of time with a
smoothing window of about 125 days). It also examined
how the association differed among different particle measures, which is not the topic of this analysis.
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METHODS
If air pollution were advancing deaths by only a few
days, then we would expect an increase in daily deaths
due to air pollution to be followed shortly by a decline. If
we averaged over a week, the 2 effects would cancel each
other out (or partially cancel each other out if some of the
deaths are brought forward by a longer period). Put
another way, the association between air pollution and
daily deaths would be concentrated in high-frequency
fluctuations, those with periods of only a few days. A multiday average of daily deaths would no longer be associated with air pollution, since the air pollution effect and
the rebound from it would have been smoothed over by the
averaging. If we can separate the correlation between air
pollution and daily deaths into characteristic frequency
ranges, the existence of an association at lower frequencies
would demonstrate that all of the air pollution–associated
deaths are not being advanced by only a few days. This is
the basis of the analysis. In contrast, if there are cumulative effects of exposure that are not captured in the daily
regression analyses, or if air pollution increased the pool
of susceptible individuals, the association between longer
period fluctuations in air pollution and daily deaths
would be stronger than in the original analysis. By examining this association in different frequency ranges, one
can examine the existence of mortality displacement and
effects of longer-term exposure on a range of time scales
from a few days to a month or two. Examination of much
longer time scales is difficult because of the need to control for season.
Cleveland’s STL algorithm (Cleveland et al 1990) was
used to separate the time series of daily deaths, air pollution, and weather into long wavelength components (representing time trends and seasonal fluctuations), midscale
components, and residual very short time scale components. This analysis uses the midscale components of each
time series to assess the association between air pollution
and mortality on that scale, having removed the potentially
confounding effect of season (long scale) and the component susceptible to short-term mortality displacement
(short scale). The STL uses LOESS smoothing to separate
the series into these components.
All analyses used the same cutoff for the long wavelength component. A LOESS smooth with a window of
120 days was used to fit and remove the seasonal and longterm time trends. The LOESS smooth uses a weighted
moving regression within the 120-day window to estimate
the seasonal component of variation for each time series
(ie, deaths, PM 2.5 , temperature, and dew point). The
weights decrease to 0 at the ends of the window as the
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cube of the fraction of the distance from the center to the
end (see Appendix A), and are near 1 for only about the
central 40% of the window. Hence the effectiveness of a
120-day window in a LOESS smooth at removing long
wavelength patterns is similar to a simple unweighted
moving average of about 60 days. The LOESS smooth is
preferred because the weighted smoothing produces less
distortion in the high-frequency components. Smaller
window sizes (eg, 90 days) induce short-term serial correlation in the data that is not present in the original series.
Because the goal of the analysis was to examine the association in different frequency ranges, several different midscale components were examined separately. These
midscale smoothing windows were 15, 30, 45, and 60 days.
For each midscale window, the analysis was repeated,
removing the seasonal and the short-term patterns from the
data. Regression analysis was then performed among the
midscale variations in deaths, pollution, and weather, for
each of the 4 choices of midscale variation.
To maintain comparability with the original study, the
same generalized additive model and choice of lags was
used in these analyses. A log-linear regression was fit
relating the logarithm of the filtered daily deaths (with the
mean added back) to LOESS smooth functions of temperature, dew point, and a linear PM2.5 term, for each of the
different midscale frequency ranges. The smooth functions
of temperature and dew point used approximately 5
degrees of freedom (df) each (see Appendix A for more
details). The results for each of these windows were compared with results in the original regressions. This allows a
comparison of the size of the effects as we sequentially
exclude longer and longer term mortality displacement
from the analysis.

Figure 1. Results of the 120-day window LOESS smooth function of daily
deaths in Boston over time for the period 1979 to 1986. This smooth was
removed from the data to control for season and trend in all of the analyses.

Table 1. Mortality and Environment in Boston, 1979 to
1986
Mean ± SD
Mortality
All causes
Pneumonia
COPD
IHD

60.0 ± 9.6
2.7 ± 1.9
1.4 ± 1.4
17.9 ± 5.3

Environment
Temperature (°C)
PM2.5 (µg/m3)
Dew point (C)

10.6 ± 9.6
15.6 ± 9.2
4 ± 10.7

RESULTS
Table 1 shows the mean and standard deviations of the
environmental and mortality data in Boston. Air pollution
levels were low to moderate. Total deaths averaged 60.
Figure 1 shows the 120-day LOESS smooth, which appears
to capture seasonal variation and some shorter-term structure in the mortality data. Figure 2 shows the residuals
after removing this pattern from the mortality data, confirming that no seasonal pattern was left in the data. In
fact, the partial autocorrelation function was reduced to
white noise by a 150-day LOESS smooth, and the 120-day
window was used to be conservative. Figure 3 is an
example of what data filtered in such a manner look like. It
shows the residual daily deaths from IHD, after removing
both seasonal and short-term fluctuations, over time. The
mean is 0 in the figure, but the mean was added back in to

Figure 2. Residual mortality after seasonal control. Shows the residuals of
the seasonal smooth in Figure 1. No seasonality is apparent in the residuals.
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is used, and then decreases to 0 by the 60-day smoothing
window. This suggests that the deaths from COPD are being
advanced by only a few weeks to a few months.
Pneumonia, in contrast, shows some sign of short-term
mortality displacement, with a lower effect size with a 15day smoothing window, but then the effect size grows to
more than twice the original estimate by the time a 60-day
smoothing window is reached. This pattern is not consistent with most of the deaths being advanced by a few days
to few months.

Figure 3. Plot of the residuals of ischemic heart disease (IHD) deaths
versus day of study, after removing seasonality using a 120-day LOESS
filter and short-term fluctuations using a 15-day LOESS filter.

perform the log-linear regressions. Figure 4 shows the estimated increase in death from COPD (and 95% confidence
interval [CI]) associated with a 10 µg/m3 increase in PM2.5
(from Schwartz et al 1996) and with each of the 4 filters.
Figures 5 and 6 show the same thing for pneumonia and
IHD deaths. These 3 cause-specific plots illustrate different patterns of association.

For IHD deaths, the effect size is unchanged when using
the 15-day window. For larger averaging windows, the
effect size increases monotonically. For the 60-day
window, which focuses the association on correlations
with a 30-day to 100-day time scale, the effect of air pollution is almost twice as great as in the original regression.
The results for all-cause mortality most strongly
resemble those for IHD. The 15-day smoothing window
results in little change, but the effect size then increases
steadily with increasing averaging times. This is indicated
in Figure 7.

DISCUSSION

The results for COPD show a pattern similar to what has
been hypothesized about mortality displacement. The
effect size first increases when a 15-day smoothing window

The findings in Boston provide some evidence to justify
both short-term mortality displacement effects as well as
larger effects when short-term mortality displacement is
excluded. These latter effects may be the effects of longer-

Figure 4. Effect on COPD mortality. The estimated effect of a 10 µg/m3
increase in PM 2.5 concentration on daily mortality from COPD in Boston
(Schwartz et al 1996) and for the 4 analyses in this study, using windows of
15, 30, 45, and 60 days.

Figure 5. Effect on pneumonia mortality. The estimated effect of a 10 µg/m3
increase in PM 2.5 concentration on daily mortality from pneumonia in
Boston (Schwartz et al 1996) and for the 4 analyses in this study, using windows of 15, 30, 45, and 60 days.
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In contrast, the pneumonia results suggest that there
may be some deaths brought forward by a few days, which
produces the diminished effect on a time scale of a few
weeks, but that this effect is overwhelmed by the larger
effect sizes when all longer-term filters are applied. Over a

time scale of 1 or 2 months, the effect of air pollution
seems substantially larger on pneumonia deaths than originally reported. This is not surprising. People with pneumonia rarely linger on the edge of death for months. If the
pneumonia is potentially life threatening, it usually
remains so for a limited period, followed by recovery or
death. If patients recover from pneumonia, they are probably safe until the next episode of pneumonia, which is
likely to be a year or more in the future. Pneumonia hospital admissions in Chicago in 1992 confirm this. Of persons aged 65 and older who were admitted to Chicago-area
hospitals in January and February, only 8% had a readmission in the next 6 months. Hence a pattern of some, but not
most, deaths from pneumonia being brought forward by a
few days makes sense. The possibility that longer-term
exposures to particulate air pollution may exacerbate
pneumonia deaths is also plausible, since particulate
exposure is associated with inflammatory processes. Moreover, the association between particulate air pollution and
pneumonia hospital admissions (Cleveland et al 1990;
Godleski et al 1996; Zelikoff et al 1997) suggests the pool of
persons at risk of dying from pneumonia may be increased
by particulate air pollution, not decreased. Animal studies
have shown that exposure to combustion particles exacerbates pneumonia in rats (Zelikoff et al 1997) and influenza
infections in mice (Clarke et al 1997), lending further credence to this association. It is still possible that the deaths
of some of these individuals, particularly at older ages, are

Figure 6. Effect of PM concentration on IHD mortality. The estimated
effect of a 10 µg/m3 increase in PM 2.5 concentration on daily mortality
from ischemic heart disease in Boston (from Schwartz et al 1996) and for
the 4 analyses in this study, using windows of 15, 30, 45, and 60 days.

Figure 7. Effect of PM concentration on all-cause mortality. The estimated
effect of a 10 µg/m3 increase in PM2.5 concentration on all cause mortality
in Boston (from Schwartz et al 1996) and for the 4 analyses in this study,
using windows of 15, 30, 45, and 60 days.

term average pollution concentrations, or they may reflect
increased recruitment into the susceptible pool of individuals caused by air pollution. When comparing with the
original regression results, we should recall that once seasonal patterns are removed, the greatest variation in the air
pollution data occurs on time scales of less than a week.
Hence the regression is presumably dominated by results
in that time scale. As we move to regressing the filtered
time series, we switch the dominant time scale first to
variations over a few weeks, and eventually to variations
over a few months. By that time, for COPD, the effect of air
pollution has disappeared. This suggests that the COPD
deaths are being brought forward usually by a few months.
It should be noted that these results apply to deaths where
COPD is listed as the underlying cause. Chronic obstructive pulmonary disease may be a contributing cause to
deaths with other underlying causes listed, and the pattern
may differ in that case. Rats with COPD had excessive mortality when exposed to 200 to 300 µg/m 3 of particles in
exposure chambers in a recent study (Godleski et al 1996);
however, they died in their sleep without signs of respiratory distress, and the deaths may have been due to cardiovascular effects.
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being brought forward by only several months, which is
still a modest amount. However, the natural history of
pneumonia suggests that most of the people who recover
from pneumonia will not contract another case until the
next pneumonia season.
For IHD and for mortality from all causes, excluding
short-term changes definitely leads to an increase in the
estimated effect of air pollution. If one thinks of heart
attacks as Poisson events in vulnerable populations, then
it is not surprising that if an event is avoided on a given
day, the expected displacement of mortality will be greater
than months. The effect of air pollution might be primarily
to exacerbate a myocardial infarction brought on by other
stimuli. Here too, the analysis cannot exclude the possibility that the deaths are being brought forward by, for
example, only 3 months. Since the 5-year survival rate for
people who survive the first 48 hours of a heart attack is
quite high, however, this is unlikely to be the case for most
of the avoided early deaths. Again, of elderly persons in
Chicago admitted to hospital for myocardial infarctions in
January and February of 1992, only 6% had a second
admission for a myocardial infarction in the next 6
months. Pope and coworkers (1995b) examined the relationship between fine particle exposure on a scale of years
and deaths in a prospective follow-up study involving
most of the urban areas in the United States. They reported
that a 10 µg/m3 increase in PM2.5 concentration was associated with a 6.6% increase in all-cause mortality. They
attributed the difference between that effect estimate and
results such as the 2.1% estimate seen in the original timeseries study from Boston (Schwartz et al 1996) as suggesting a greater effect of long-term exposure, possibly due
to the development of chronic disease.
Other studies have indicated that particulate exposure
is a risk factor for the development of COPD, for example
(Euler et al 1987; Schwartz 1993b). Some have argued that
the higher slope observed by Pope and colleagues (1995b)
reflects the higher exposures that existed 20 years earlier
in their study locations (Lipfert 1997). This analysis indicates that moving from a time scale of days to months captures about half the difference between the daily time
series and the prospective cohort study. This suggests that
most of the increase in slope occurs over relatively short
time scales and does not take 20 years of exposure to
develop. Of course, it is also possible that the higher slope
in the cohort studies results from uncontrolled confounding.
There is a developing literature on potential mechanisms
by which particulate air pollution might affect the cardiovascular system. Exposure of dogs to 100 to 200 µg/m3 of
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fine particles in an exposure chamber for 6 hours per day
for 3 days resulted in electrocardiogram changes that are
risk factors for arrhythmia (Godleski et al 1997). These
changes were enhanced in the presence of preexisting
angina (Godleski et al 1997). Instillation of 250 µg of combustion particles into the lungs of rats produced arrhythmias and deaths in another recent study (Watkinson et al
1998). In humans, particulate air pollution has been associated with increases in plasma viscosity (Peters et al 1997),
increased risk of elevated heart rate (Pope et al 1999), and
changes in heart-rate variability (Shy et al 1997).
It would be of interest to examine whether the deaths
associated with particulate air pollution continue to
increase as the averaging time increases further. In particular, how long does it take to reach the levels seen in the
prospective cohort studies? Seasonality, however, impedes
examining this further using time-series data. The use of a
filter to remove seasonality prevents us from examining
longer-term averaging periods. One alternative would be to
use a larger window to control for season, but this would
increase the risk of confounding by inadequately controlling for season, and hence represents an inherent limitation of such time-series analyses. Another limitation of the
study is the choice of lags for the exposure variables. The
original study chose a priori to use the mean of the pollution on the same and previous day in all 6 locations
studied. I have repeated that choice to maintain comparability. The original paper also used weather variables on
the same day for each city studied. Further examination in
Boston could reveal a better fit from a different weather
model. Again the same model was used to maintain comparability. In this way differences in effect size estimates
can be uniquely attributable to discarding the higher frequency variations in the data. Kelsall and coworkers
(1997) have reported that the association between airborne
particles and daily deaths in Philadelphia was insenstive
to variations in control for season and weather.
Overall, the results of this study suggest that the timeseries studies that have been published underestimate
rather than overestimate the number of early deaths that
are associated with air pollution and that are brought forward by nontrivial amounts of time.
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APPENDIX A. Technical Information
The STL algorithm as applied in this analysis takes each
time series (daily deaths, daily PM2.5, daily mean temperature, and daily mean dew point) and decomposes it into
3 parts. The first part represents seasonal and other longerterm fluctuations and was fit by applying a LOESS filter to
the data with a window of 120 days. The residuals of this
process are then filtered again, using a LOESS filter with a
second window size (initially set at 15 days). The residuals
of this second filter represent fluctuations of less than
15 days. Subtracting these residuals from the residuals of
the first filter yields the fluctuations in the original time
series that have both long-term and very short-term fluctuations removed. For example, we would decompose daily
fluctuations in PM2.5 as follows:

So u ranges from 0 (at the center of the window) to ±1 at
the ends. Then the weights are: w = (1  u 3  . These
weights fall rapidly to zero at the ends of the window and
are near 1 for the central 40% of the window (Figure A.1).
Once all 4 series were filtered, the following regression
was fit:
log(deathmid + mean [death]) =s(tempmid)
+ s(dewmid) + PM2.5mid .
Here, s stands for a nonparametric smooth function,
which was used to ensure that nonlinearities in the dependence on weather were adequately modeled. LOESS
smoothing was used for this as well, using a span of 50%
of the data, which corresponded to approximately 5 df for
each weather variable. A log-linear model was fit to maintain comparability with the original study. Similarly, temperature and dew point on the concurrent day were used,
as in the original paper (Verhoeff et al 1996), and the
smoothing window for each weather factor was the same
as in the original paper. These conventions maintain maximum comparability to the original results, allowing us to
interpret differences in effect size as being due to the
exclusion of the very short-term fluctuations in the data
from the regressions. To examine the longer windows, the
entire process was repeated, using a midscale window of
first 30, then 45, and finally 60 days.

PM2.5 = PM2.5long + PM2.5mid + PM2.5short .
The subsequent regression analyses are done on the
midrange components of each series. LOESS, a nonparametric running line smoother, divides the data for each
window into variations that are commensurate with a little
more than half the window size or larger and shorter-term
variations. This calculation is done by fitting a running
regression within each window to estimate the value of the
longer frequency component. The regression is weighted
with tricubic weights, defined as follows. Let t be the time
in days since the beginning of the study, tmid the midpoint
of the window (that is, the day for which a smoothed estimate is being computed), and d the half-width of the
smoothing window (eg, 60 days for the 120-day smooth
that controls for season). Then define u as the fraction of
the distance between the midpoint and the end of the
window for any observation in the window. That is,
(t tmid) .
u=_
d

Figure A.1. Weights assigned to points in the LOESS smooth as a function
of their distance from the center of the smoothing window. The distance is
expressed as a fraction of half the window size and ranges from 1 to 1.
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Section 5: Combining Evidence on Air Pollution and Daily Mortality
from Twenty Largest US Cities
Francesca Dominici, Jonathan M Samet, and Scott L Zeger

ABSTRACT
Reports over the last decade of association between
levels of particles in outdoor air and daily mortality counts
have raised concern that air pollution shortens life, even at
concentrations within current regulatory limits. Criticisms
of these reports have focused on the statistical techniques
used to estimate the pollution-mortality relationship and
the inconsistency in findings among cities. We have developed analytic methods that address these concerns and
combine evidence from multiple locations in order to gain
a unified analysis of the data.
Section 5 introduces hierarchical regression models for
combining estimates of the pollution-mortality relationship across cities and presents log-linear regression
analyses of daily time-series data from the 20 largest US
cities as an example. We illustrate this method focusing on
health effects of particulate matter less than 10 m in aerodynamic diameter (PM10)* and considering univariate and
bivariate analyses with PM10 and O3. In the first stage of
the hierarchical model, we estimate the relative mortality
rate associated with PM10 and O3 for each of the 20 cities
using semiparametric log-linear models. The second stage
of the model describes between-city variation in the true
relative rates as a function of selected city-specific covariates. We also fit 2 variations of a spatial model with the
goal of exploring the spatial correlation of the pollutantspecific coefficients among cities. Finally, to explore the
results of considering the 2 pollutants jointly, we fit and
* A list of abbreviations and other terms appears on page 13.
The National Morbidity, Mortality and Air Pollution Study: Methods and
Methodologic Issues, Part I of Health Effects Institute Research Report 94,
includes an Investigators’ Report, a Preface, a Commentary by the Health
Review Committee, and an HEI Statement about the research project. Correspondence concerning this section may be addressed to Dr Francesca
Dominici, Department of Biostatistics, Johns Hopkins School of Public
Health, 615 North Wolfe Street, Baltimore MD 21205-2179.
Although this document was produced with partial funding by the United
States Environmental Protection Agency under Assistance Award R824835
to the Health Effects Institute, it has not been subjected to the Agency’s
peer and administrative review and therefore may not necessarily reflect
the views of the Agency, and no official endorsement by it should be
inferred. The contents of this document also have not been reviewed by
private party institutions, including those that support the Health Effects
Institute; therefore, it may not reflect the views or policies of these parties,
and no endorsement by them should be inferred.

Health Effects Institute Research Report 94, Part I © 2000

compared univariate and bivariate models. All posterior
distributions from stage 2 are estimated using Markov
chain Monte Carlo (MCMC) techniques. Results appear to
be largely insensitive to the specific choice of vague but
proper prior distribution. The models and estimation
methods are general and can be used for any number of
locations and pollutant measurements and have potential
application to other environmental agents.

INTRODUCTION
In spite of improvements in measured air quality indicators in many developed countries, the health effects of particulate air pollution remain a regulatory and public health
concern. This continued interest is motivated largely by
recent epidemiologic studies that have examined both
acute and longer-term effects of exposure to particulate air
pollution in different cities in the United States and elsewhere in the world (Schwartz 1993; Dockery and Pope
1994; Bascom et al 1996a,b; Korrick et al 1998). Controversial associations have been found using Poisson time-series
regression models fit to the data using the generalized estimating equations (Liang and Zeger 1986) or generalized
additive models (Hastie and Tibshirani 1990) methods.
Model approaches have been questioned (Smith et al 1997;
Clyde 1998), although analyses of data from Philadelphia
(Kelsall et al 1997; Samet et al 1997) show that the particlemortality association is reasonably robust to the particular
choice of analytic methods from among reasonable alternatives. Past studies have not used a set of communities; most
have used data from single locations selected largely on the
basis of the data availability or pollution levels. Thus, the
extent to which findings from single cities can be generalized is uncertain, and consequently in the National Morbidity, Mortality, and Air Pollution Study (NMMAPS) we
select locations from a national sampling frame.
Statistical power of analyses within a single city may be
limited by the amount of data for any location. Consequently, pooled analyses can be more informative than
analyses of data from a single site about whether or not an
association exists, controlling for possible confounders. In
addition, a pooled analysis can produce estimates of the
parameters at a specific site, which borrow strength from
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data from other locations (DuMouchel and Harris 1983;
DuMouchel 1990; Breslow and Clayton 1993).
The main goal of section 5 was to develop a statistical
approach that combines information about air pollution–
mortality relationships across multiple cities. We illustrate
this method with a 2-stage analysis of data from the 20
largest US cities:
1.

Given a time series of daily mortality counts in each of
3 age groups, we use generalized additive models
(Hastie and Tibshirani 1990) to estimate the relative
change in the rate of mortality associated with changes
in the air pollution variables, controlling for age-specific longer-term trends, weather, and other potential
confounding factors, separately for each city;

2.

We then combine the pollution-mortality relative rates
across the 20 cities using a Bayesian hierarchical
model (Lindley and Smith 1972; Morris and Normand
1992) to obtain an overall estimate and to explore
whether some of the geographic variation can be
explained by site-specific explanatory variables.

We focus mainly on the second-stage analysis and consider 2 hierarchical regression models—with and without
modeling possible spatial correlations—that we refer to as
the baseline model and the spatial model. See Samet and
colleagues (1995, 1997) and Kelsall and colleagues (1997)
for details on methods for the first-stage analyses, summarized below.
In both models, we assume that the vector of the estimated regression coefficients obtained from the first-stage
analysis, conditional on the vector of the true relative
rates, has a multivariate normal distribution with mean
equal to the true coefficient and a covariance matrix equal
to the sample covariance matrix of the estimates. At the
second stage of the baseline model, we assume that the
city-specific coefficients are independent. In contrast, at
the second stage of the spatial model, we allow for a correlation between all pairs of pollutant and city-specific coefficients; these correlations are assumed to decay toward 0
as the distance between the cities increase. Two distance
measures are explored.
Next, we briefly describe the database of air pollution,
mortality, and meteorologic data from 1987 to 1994 for the
20 US cities in this analysis. We then fit the log-linear
generalized additive models to produce relative-rate
estimates for each location. The semiparametric regression
was conducted 3 times for each pollutant: using the concurrent day (lag 0) pollution values, using the previous
day’s (lag 1) pollution levels, and using pollution levels
from 2 days before (lag 2).
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In Pooling Results Across Cities, we present the baseline
and the spatial hierarchical regression models for combining the estimated regression coefficients and MCMC
methods for model fitting. In particular, we use a Gibbs
sampler (Geman and Geman 1984; Gelfand and Smith
1990) for estimating parameters of the baseline model and
a Gibbs sampler with a Metropolis step (Hastings 1970;
Tierney 1994) for estimating parameters of the spatial
model. We next summarize the results, make comparisons
between the posterior inferences under the 2 models, and
assess the sensitivity of the results to the choice of lag
structure and prior distributions.

DATABASES
The analysis database, used for illustrative purposes,
includes mortality, weather, and air pollution data for the
20 largest metropolitan areas in the United States for the 7year period 1987 to 1994 (Figure 1 and Table 1).
The cause-specific mortality data, aggregated at the level
of county, were obtained from the National Center for
Health Statistics (NCHS). We focused on daily death counts
for each site, excluding nonresidents who died in the study
site and accidental deaths. Hourly temperature and dew
point data for each site were obtained from the EarthInfo
CD2 database. After extensive preliminary analyses that
considered various daily summaries of temperature and
dew point as predictors, such as daily average, maximum,
and 8-hour maximum, we used the 24-hour mean for each
day. If there was more than 1 weather station in a city, we
took the average of the measurements from all available stations. The PM10 and O3 data were also averaged over all
monitors in a county. To protect against outliers, a 10%
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Figure 1. Map showing the 20 cities with the largest populations
(including the surrounding county). The cities are numbered from 1 to 20
following the order of Table 1.
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Table 1. Summary by Location, County Population, Days with Missing Values, People in Poverty, People 65 Years or
Older, Pollutant Levels for O3 and PM10, and Daily Deathsa
Location

Label

Population

PmissO3
(%)

PmissPM10
(%)

Ppoverty
(%)

P 65
(%)


¯
X
O3
(ppb)

¯
X
PM
(g/m3)

¯
Y

Los Angeles
New York
Chicago
Dallas/Fort Worth
Houston

la
ny
chic
dlft
hous

8,863,164
7,510,646
5,105,067
3,312,553
2,818,199

0
0
0
0
0

80.2
83.3
8.2
78.6
72.9

14.8
17.6
14.0
11.7
15.5

9.7
13.2
12.5
8.0
7.0

22.84
19.64
18.61
25.25
20.47

45.98
28.84
35.55
23.84
29.96

148
191
114
49
40

San Diego
Santa Ana/Anaheim
Phoenix
Detroit
Miami

sand
staa
phoe
det
miam

2,498,016
2,410,556
2,122,101
2,111,687
1,937,094

0
0
0.1
36.3
1.4

82.2
83.6
85.1
53.9
83.4

10.9
8.3
12.1
19.8
17.6

10.9
9.1
12.5
12.5
14.0

31.64
22.97
22.86
22.62
25.93

33.63
37.37
39.75
40.90
25.65

42
32
38
47
44

Philadelphia
Minneapolis
Seattle
San Jose
Cleveland

phil
minn
seat
sanj
clev

1,585,577
1,518,195
1,507,319
1,497,577
1,412,141

0.7
100
37.3
0
41.4

83.1
5.4
24.5
67.7
55.6

19.8
9.7
7.8
7.3
13.5

15.2
11.6
11.1
8.6
15.6

20.49
NA
19.37
17.87
27.45

35.41
26.86
25.25
30.35
45.15

42
26
26
20
36

San Bernardino
Pittsburgh
Oakland
San Antonio
Riverside

sanb
pitt
oakl
sana
river

1,412,140
1,336,449
1,279,182
1,185,394
170,413

0
1.3
0
0.1
0

81.6
0.8
82.6
77.1
81.3

12.3
11.3
10.3
19.4
14.8

8.7
17.4
10.6
9.8
11.3

35.88
20.73
17.24
22.16
33.41

36.96
31.61
26.31
23.83
51.99

20
38
22
20
20

a

NA = not available; PmissO3, PmissPM10 = percentage of days with missing values; Ppoverty = percentage of people living in poverty; P65 = percentage of
people 65 years or older; X̄ O3, X̄ PM = average of pollutant levels for O3 and PM10; and Ȳ = average daily deaths.

trimmed mean was used to average across monitors after
correction for yearly averages for each monitor. This yearly
correction was appropriate, since long-term trends in mortality were also adjusted in the log-linear regressions (see
Kelsall et al 1997 for further details).

CITY-SPECIFIC ANALYSES
Here we summarize the model used to estimate the air
pollution–mortality relative rate separately for each location, accounting for age-specific longer-term trends,
weather, and day of the week. The core analysis for each
city is a log-linear generalized additive model that
accounts for smooth fluctuations in mortality that potentially confound estimates of the pollution effect and/or
introduce autocorrelation in mortality series. We model
daily expected deaths as a function of the pollution levels
on the same or immediately preceding days. We build

models that include smooth functions of time as predictors
as well as the pollution measures to avoid confounding by
influenza epidemics, which are seasonal, and by other
longer-term factors.
To specify our approach more completely, let ycat be the
observed mortality for each age group a = ( 65, 65–75,
75 years)on day t at location c, and x cat be a p  1 vector
of air pollution variables. Let cat = E(y cat) be the expected
number of deaths and v cat = var(y cat). We use a log-linear
model log  cat = x catc for each city c, allowing the mortality counts to have variances vcat that may exceed their
means (ie, be overdispersed) with the overdispersion
parameter c also varying by location so that v cat = c cat.
To protect the pollution relative rates  c from confounding by longer-term trends due, for example, to
changes in health status, changes in the sizes and characteristics of populations, seasonality, and influenza epidemics, and to account for any additional temporal
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correlation in the count time-series, we estimated the
pollution effect using only shorter-term variations in mortality and air pollution. To do so, we partial out the smooth
fluctuations in the mortality over time by including arbitrary smooth functions of calendar time Sc(time, ) for
each city. Here, is a smoothness parameter that we prespecified, based on prior epidemiologic knowledge of the
time scale of the major possible confounders, to have
7 degrees of freedom (df ) per year of data so that little
information from time scales longer than approximately
2 months is included when estimating  c . This choice
largely eliminates expected confounding from seasonal
influenza epidemics and from longer-term trends that
result from changing medical practice and health behaviors, while it retains as much unconfounded information
as possible. We also controlled for age-specific longer-term
temporal variations in mortality, adding a separate smooth
function of time with 8 df for each age group.

Because the functions Sc (x, ) are smoothing splines
with fixed , the semiparametric model described above
has a finite-dimensional representation. Hence, the analytic
challenge is to make inferences about the joint distribution

To control for weather, we also fit smooth functions of the
same-day temperature (temp0), average temperature for the
3 previous days (temp1–3), each with 6 df, and the analogous functions for dew point (dew0, dew1–3), each also with
3 df. Since there were missing values of some predictor
variables on some days, we restricted analyses to days with
no missing values across the full set of predictors.
In summary, we fit the following log-linear generalized
additive model (Hastie and Tibshirani 1990) to obtain the
estimated pollution relative rate c and the sample covariance matrix V c at each location:


log cat = x catc +  cDOW + Sc1 (time, 7/year)
+ Sc2(temp0, 6) + Sc3(temp1–3, 6)
+ Sc4(dew0, 3) + Sc5(dew1–3, 3)
+ intercept for age group a
+ time (8 df) for age group a,

(1)

where DOW are indicator variables for day of week. Samet
and colleagues (1995, 1997) and Kelsall and colleagues
(1997) give additional details about choices of functions
used to control for longer-term trends and weather.
Alternative modeling approaches that consider different
lag structures of the pollutants and of the meteorological
variables have been proposed (Davis et al 1996; Smith et al
1997, 1998). More general approaches that consider nonlinear modeling of the pollutant variables have been discussed by Smith and colleagues (1997).

64

Figure 2. Univariate model for PM10. Results of regression models for the
20 cities by selected lag: ˆc and 95% CIs of ˆc  1,000 for PM10. Cities are
presented in decreasing order by population living within their county
limits. The vertical scale can be interpreted as the percentage increase in
mortality per 10 µg/m3 increase in PM10. The results are reported using the
concurrent day (lag 0) pollution values to predict mortality, using the previous day’s (lag 1) pollution levels, and using pollution levels from 2 days
before (lag 2).

JM Samet et al

of the c in the presence of finite-dimensional nuisance
parameters, which we refer to as c.
We separately estimated 3 semiparametric regressions
for each pollutant with the concurrent day (lag 0), prior

day (lag 1), and 2 days prior (lag 2) pollution predicting
mortality. The estimates of the coefficients and their 95%
confidence intervals (CIs) for PM10 entered independently
in the model and for PM10 adjusted by O3 are shown in
Figures 2 and 3. Cities are presented in decreasing order by
the size of their populations. The figures show substantial
between-location variability in the estimated relative rates,
suggesting that combining evidence across cities would be
a natural approach to explore possible sources of heterogeneity and to obtain an overall summary of the degree of
association between pollution and mortality. To add flexibility in modeling the lagged relationship of air pollution
with mortality, we could have used distributed lag models
instead of treating the lags separately. Although desirable,
this was not easily implemented because many cities have
PM10 data available only every sixth day.
To test whether the log-linear generalized additive model
(1) has taken appropriate account of the time dependence
of the outcome, we have calculated, for each city, the autocorrelation function of the standardized residuals. Figure 4
displays the 20 autocorrelation functions; they are centered
near 0 and range between –0.05 and 0.05, confirming that
the filtering has removed the serial dependence.

Autocorrelation

We also examined the sensitivity of the pollution relative rates to the df used in the smooth functions of time,
weather, and seasonality by halving and doubling each of
them. The relative rates changed very little as these parameters were varied over this fourfold range (data not shown).

Figure 3. Bivariate model for PM10 adjusted by O3. Results of regression
models for the 20 cities by selected lag: ˆc and 95% CIs of ˆc  1,000 for
PM10 adjusted by O3. Cities are presented in decreasing order by population
living within their county limits. The empty circle placed at Minneapolis
represents the absence of the O3 data in this city. The vertical scale can be
interpreted as the percentage increase in mortality per 10 µg/m3 increase in
PM10. The results are reported using the concurrent day (lag 0) pollution
values to predict mortality, using the previous day's (lag 1) pollution levels,
and using pollution levels from 2 days before (lag 2).

Lag
Figure 4. Plots of city-specific autocorrelation functions of standardized
(Ŷ t) and Ŷ t are the fitted values from logresiduals rt, where rt (Yt  Ŷ t) / 
linear generalized additive model (1).
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POOLING RESULTS ACROSS CITIES

c|,  ~ Np(zc, )

Here we present hierarchical regression models
designed to pool the city-specific pollution relative rates
across cities to obtain a summary value. Hierarchical
regression models provide a flexible approach to the analysis of multilevel data. In this context, the hierarchical
approach provides a unified framework for making estimates of the city-specific pollution effects, the overall pollution effect, and the within-cities and between-cities
variation of the city-specific pollution effects.

where p is the number of pollutant variables that enter
simultaneously in model (1). Here the parameters of scientific interest are the vector of the regression coefficients, ,
and the overall covariance matrix, . Because there is little
or no interest in the c in the current scientific context, we
assume that these nuisance parameters are independent;
that is, we do not use data from the other locations for the
purpose of improving estimation of the remaining location.

Results of several applied analyses using hierarchical
models have been published. Examples include models for
the analysis of longitudinal data (Gilks et al 1993), spatial
data (Breslow and Clayton 1993), and health care utilization data (Normand et al 1997). Other modeling strategies
for combining information in a Bayesian perspective are
provided by DuMouchel (1990), Skene and Wakefield
(1990), Smith and colleagues (1995), and Silliman (1997).
Recently, spatiotemporal statistical models with applications to environmental epidemiology have been proposed
by Wickley and colleagues (1997), Meiring and colleagues
(1997), and Wakefield and Morris (1998).

Our goal is to make inferences about parameters of
interest—the c, , and —in the presence of nuisance
parameters c. To estimate an exact Bayesian solution to
this pooling problem, we would analyze the joint posterior
distributions of the parameters of interest as well as of the
nuisance parameters, and then integrate over the  c
dimension to obtain the marginal posterior distributions of
the  c . Although possible, the computations become
extremely laborious and are not practical for either this
analysis or a planned model with 100 or more cities.

After the following overview of our modeling strategy,
we consider 2 hierarchical regression models with and
without modeling of the possible spatial autocorrelation
among the , which we refer to as the baseline and spatial
models, respectively.
MODELING APPROACH
The modeling approach comprises 2 stages. At the first
stage, we use the log-linear generalized additive model (1):
y ct  c,c~ Poisson[t(c,c)]
where y ct = (y t, y65–75t, y t. The parameters of scientific interest are the mortality relative rates, c, which for
the moment are assumed not to vary across the 3 age
groups within a city. The vector c of the coefficients for
all the adjustment variables, including the splines in the
semiparametric log-linear model, is a finite-dimensional
nuisance parameter.
The second stage of the model describes variation among
the c across cities. We regress the true relative rates on
city-specific covariates, zc, to obtain an overall estimate
and to explore the extent to which the site-specific explanatory variables explain geographic variation in the relative
risks. In epidemiologic terms, the covariates in stage 2 are
possible effect modifiers. More specifically, we assume:
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Given the large sample size at each city (T ranges from
550 to 2,550 days), accurate approximations to the posterior distribution can be obtained using the normal approximation of the likelihood (Le Cam and Yang 1990).
Therefore, if the joint likelihood p(yc c, c) has a multivariate normal distribution with mean equal to the maximum likelihood estimates of c and c and covariance
matrices V c and V c, then by definition p(y c c) has multivariate normal distribution with mean ˆc and covariance
matrix V c. We then replace the first stage of the model
with a normal distribution, with mean and variance equal
to the maximum likelihood estimates of the parameter.
Recently it has been shown that the strategy based on the
normal approximation of the likelihood gives an alternative 2-stage model that well approximates the original
model and leads to more efficient simulation from the posterior (Daniels and Kass 1998).
To check whether the inferences based on the normal
approximation of the likelihood are proper, we have compared our approach with the implementation of the full
MCMC approach for a few cities with sample sizes ranging
from 2,000 in Pittsburgh to 545 in Riverside. Figure 5
shows the histogram of samples for Riverside from
p(c data)—obtained implementing a Gibbs sampler that
simulates from p( c c , data) and p( c  c , data) and
approximate p(c data) by !p(c,c data)dc—with samples from N(ˆc, V c) (the solid line in the figure). The 2 distributions are very similar.
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BASELINE MODEL
Let c = [cPM10, cO3]" be the relative rate associated with
PM10 and O3 at city c. We consider the following hierarchical model:

ˆc c ~ N2( c,V c)
cPM10 = z cPM10PM10 +  cPM10

(2)

cO3 = z cO3O3 +  cO3
c   ~ N2(0, )
¯c
c
c
where z cPM10 = [1, P cpoverty, P c>65, X
PM10]" z O3 = [1, P poverty,
c
¯c
P >65, X O3]", PM10 and O3 are 4  1 vectors, and finally
 c = [ cPM10,  cO3]" c = 1, …, 20. This model specification
allows dependence between the relative rates associated
with PM10 and O3 but implies independence between the
relative rates of city c and c".

Under this model, the true PM10 and O3 relative rates in
city c are regressed on predictor variables, including, for
example, the percentage of people in poverty (P cpoverty)
and the percentage of people older than 65 years (P c>65),
and on the average of the daily values of PM10 and O3 over

¯c
¯c
the period 1987 to 1994 in location c, X
PM10, X O3. If we
center the predictors about their means, the intercepts
0,PM10 and 0,O3 can be interpreted as overall effects for a
city with mean predictors. A simple pooled estimate of the
pollution effect is obtained by setting all covariates to 0. To
compare the consequences of considering 2 pollutants
independently and jointly in the model, we fit a baselineunivariate model—that is,  assumed diagonal—and a
baseline-bivariate model—that is,  assumed to have nonzero off-diagonal elements.

Inference on the parameters  = [PM10, 0,O3]" and 
represents a synthesis of the information from the 20
cities; for example, the parameters 0j, []jjj = PM10, O3,
determine the overall level and the variability of the relative change in the rate of mortality associated with changes
in the jth pollutant level on average over all the cities.
The Bayesian formulation is completed by specifying
dispersed but proper baseline prior distributions, and then
supplementing the baseline analysis with additional sensitivity analysis. A priori, we assume that the joint prior is
the product of the marginals for  and . The following
baseline prior specifications for the marginals were used:
Overall relative rates
Overall covariance matrix

 ~ Np(k + 1)(m, V)
 ~ IWp(df, D)

where p and k denote the number of pollutant variables
entering simultaneously in the model and k the number of
city-specific covariates, respectively. We select m equal to
a vector of 0s, V equal to a diagonal matrix, with diagonal
elements equal to 100, df = 3, and D a diagonal matrix with
diagonal elements equal to 3. These prior hyperparameters
lead prior 95% support to the overall effect, the city-specific effects, and the correlation between the PM10 and the
O3 relative rates equal to (–10, 10), (–4, 4), and (–0.85, 0.85),
respectively. This prior specification has been selected
because it does not impose too much shrinkage of the
study-specific parameters toward their overall means,
while at the same time specifying a reasonable range for
the unknown parameters a priori.
Given these prior assumptions, we can draw inferences
on the unknown parameters using the posterior distribution
p(1, …, 20, ,  

Figure 5. Comparison between the normal approximation of the likelihood of  c and the marginal posterior distribution of  c. The solid line represents the normal density N(ˆ c , V c) where ˆ c and V c are the maximum
likelihood estimates of a semiparametric Poisson regression model. The
histogram represents the marginal posterior distribution of  c obtained by
implementing a full Gibbs sampler for the parameter of interest  c and for
the coefficients of the natural cubic splines c.

ˆ1, …, ˆ20, V1, …, V20
 ).

(3)

To do this, we implement an MCMC algorithm with a
block Gibbs sampler (Gelfand and Smith 1990) in which
the unknowns are partitioned into the following groups: c,
, and . Each group is sampled in turn, given all others.
The full conditional distributions are all available in closed
form. Their derivation is routine (Bernardo and Smith
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1994) and not detailed here. Because of the normality
assumptions at the first and second stages of the hierarchical model, computation of the posterior distributions of
all the unknowns under an univariate model can be performed via direct simulation following the factorization:


20

p( , …,  , ,  data) = p( data)p( , data)
1

20

2

2

p( c|,

2

c=1

 2, data)

The first step, simulating  2, can be performed numerically (using the inverse cumulative distribution function
method, for example). The second and third steps can be
done easily by sampling from normal distributions. This
strategy can be conveniently implemented only for the
univariate baseline model.
SPATIAL MODEL
The assumption of independence of the city-specific
coefficients made in the baseline model can be relaxed to a
more general model in which the correlation between c
and c decays as either a smooth or step function to 0 as
the distance between the 2 cities, c and c", increases. Here
we consider a hierarchical model in which the inferences
allow for the possible spatial correlation among the c. We
consider only univariate models because of the small
number of cities; extension to multivariate models is
straightforward but requires a larger data set.
At the second stage of the spatial model, we assume that
there is systematic variation in the air pollution–mortality
relationship from pollutant to pollutant as specified in the
baseline model (2). We express the degree of similarity of
the relative rates in locations c and c", as a function of an
(arbitrary) distance between c and c " , by assuming
# (c, c " ) = Corr(  c ,  c ) = exp(  d(c, c " )). We consider 2
distance measures, the Euclidean distance between the
cities c and c" in the longitude and latitude coordinates,
and a step function such that d(c,c) = 1 if location c and c"
are within a common region and d(c, c") = $ if not. Under
this assumption, the correlation of 2 cities within the same
region is e, and the correlation for cities from different
regions is 0. Alternative definitions of distance can be
incorporated easily into the model as appropriate.
The spatial model with (1, $) distance can be also specified as a 3-stage hierarchical model where the first stage is
as the baseline model (2), the second stage describes the
heterogeneity of the estimates within regions, and the
third stage describes the heterogeneity of the estimates
across regions. For this regional model, we have clustered
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the 20 cities in the following 3 regions: East, South, and
West US.
The spatial model specification is completed with the
elicitation of the prior distribution. For  and  we choose
the same prior specified for the baseline model. For the
parameter under the spatial model with Euclidean distance, we choose a log-normal prior with mean 1 and standard deviation 1.2. This specification leads to a prior
distribution of the correlation #(c, c") of the closest cities
having mean 0.56 (95% interval, 0 to 0.96), and prior distributions of all the other pairs c, c" more concentrated at 0
as the distance between cities increases.
In the spatial model, the full conditionals for the c, ,
and  are all available in closed form. In contrast, to
sample from the full conditional distribution of , we used
a Metropolis-Hastings algorithm with a Gamma proposal
distribution having mean equal to the current value of
and fixed variance. The spatial model with step distance
can be more efficiently sampled with a block Gibbs sampler because the full conditional distributions of all the
unknown parameters are available in closed form.

RESULTS
We ran the Gibbs sampler for 3,000 iterations for both
the baseline and the spatial models, ignoring the first 100.
The autocorrelation, computed from a random sample of
the 0, PM10, was negligible at lag 5 so we sampled every
fifth observation for posterior estimation. The acceptance
probabilities for the Metropolis-Hastings algorithm averaged between 0.3 and 0.5. Convergence diagnosis has been
performed by implementing Raftery and Lewis (1992)
methods in Convergence Diagnostics and Output Analysis
(CODA) (Best et al 1995), which reports the minimum
number of iterations, Nmin, needed to estimate the variable of interest with an accuracy of ±0.005 and with probability of attaining this degree of accuracy equal to 0.95.
Nmin ~ 2,000 were proposed.
Figure 6 summarizes results of the pooled analyses under
the univariate-baseline model. This figure displays the posterior distributions of city-specific regression coefficients c
associated with changes in PM10 measurements for the 20
cities at the current-day, 1-day, and 2-day lags. The marginal
posterior distribution of the overall effect (0, PM10) is displayed at far right. Cities are ordered by the decreasing size
of their populations. At the current day, the highest relative
rate for the PM10 variable occurs at Santa Ana/Anaheim
with 1.08% increase in mortality (95% interval, 0.20 to
1.97) per 10 µg/m3 increase in PM10. Overall, we find that a
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10 µg/m3 increase of PM10 is associated with an estimated
0.34% increase in mortality (95% interval, –0.08 to 0.78).

Figure 7 summarizes results of the pooled analyses
under the bivariate-baseline model. When PM10 and O3
are combined in the same model, we estimate that 10-unit
increments in PM10 adjusted by O3 are associated with

Figure 6. Univariate model for PM10. Results of pooled analyses (PM 10
entered independently in the model). Boxplots of samples from the posterior distributions of city-specific regression coefficients,  c , associated
with changes in PM10 measurements. For comparison, samples from the
marginal posterior distribution of the corresponding overall effects are displayed at far right. The vertical scale can be interpreted as the percentage
increase in mortality per 10 µg/m 3 increase in PM 10 . The results are
reported using the concurrent day (lag 0) pollution values to predict mortality, using the previous day's (lag 1) pollution levels, and using pollution
levels from 2 days before (lag 2).

Figure 7. Bivariate model for PM10 adjusted for O3. Results of pooled analyses under the baseline bivariate model (PM10 and O 3 entered simultaneously in the model). Boxplots of samples from the posterior distributions
of city-specific regression coefficients, c, associated with changes in PM10
adjusted by O3 measurements. For comparison, samples from the marginal
posterior distribution of the corresponding overall effects are displayed at
far right. The vertical scale can be interpreted as the percentage increase in
mortality per 10 µg/m3 increase in PM10. The results are reported using the
concurrent day (lag 0) pollution values to predict mortality, using the previous day's (lag 1) pollution levels, and using pollution levels from 2 days
before (lag 2).
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overall effects are larger than 0 for each lag-specification
are summarized. In univariate and bivariate analyses, we
found significant effects of PM10.
Results of the adjusted analyses under the univariatebaseline model are shown in Table 2. Here we summarize
the posterior means and the 95% posterior support intervals for the relationship between the mean of the city-specific coefficients and the percentage in poverty, the
percentage of people older than 65, and the mean level of
the pollutant. None of these variables were found to predict the PM10 relative rate.
An interaction of the pollution effects and age can be
detected by the coefficient of the variable P >65 in the
second-stage regression model. A more direct approach is
to estimate a separate pollution relative rate for each age
stratum in the first-stage log-linear models and then to
pool the trivariate vector (ˆ <65, ˆ 65–75, ˆ >75) across cities.
When we did this, the estimate of the overall effect of PM10
for persons older than 75 was the largest with posterior
mean 0.46 (95% interval, 0.12 to 0.82), but there was not a
strong trend in the pollution relative rates with age as was
suggested by the second-stage regression results in Table 2.

Figure 8. Pooled analyses under the baseline univariate, baseline
bivariate, and spatial models. Marginal posterior distributions of the
overall effects, 0, PM10, for different lags. At the top right are specified the
posterior probabilities that the overall effects are larger than 0.

mortality increases of 0.37% (95% interval, 0.04 to 0.71)
increase in mortality.
The marginal posterior distribution of the overall regression effect combines and synthesizes the information from
the 20 locations. Figure 8 shows the marginal posterior
distributions of the overall pollution relative rates at the
current day, 1-day, and 2-day lags obtained from the baseline-univariate, the baseline-bivariate, and the spatial
models. At the top right the posterior probabilities that the
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The variability of the regression coefficients, on average,
over all the locations is captured by the matrix . Marginal
posterior means and 95% posterior support intervals are
summarized in Table 3. A large diagonal element signifies
large variability over cities in the corresponding coefficient, while a large off-diagonal element signifies strong
correlation between the PM10 and O3 coefficients. Table 3
shows the results. Under the baseline bivariate model, the
standard deviation of the true coefficients across cities is
estimated to be 0.60 (95% interval, 0.42 to 0.84), which is
about twice as large as the overall estimate of the pollution
effect. Hence, the variability in PM10 coefficient is nonnegligible. The posterior distribution of the off-diagonal elements of  indicates a negative mean correlation between
the effects of the 2 pollutants, but with a large standard
deviation.
From the posterior samples of in the spatial model, we
can easily calculate the marginal posterior distributions of
the correlation coefficient #(c, c") = exp ( d (c, c")) for each
distance d(c, c"). For the 2 closest cities, the posterior mean
and interquartile range (IQR) of the correlation between c
and c is 0.73 (0.51 to 0.88) for PM10. Under the regional
model, with distance equal to a step function, the posterior
mean and interquartile range (IQR) of the within-region
correlation of the city-specific relative rates, e, is 0.73
(0.66 to 0.86), suggesting that the adverse health effects of
PM10 on mortality are more similar for locations belonging
to the same region than for locations belonging to 2 different regions. The posterior means and IQR for the
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Table 2. Results of Adjusted Second-Stage Analyses Under Baseline Univariate Modela
City-Specific Covariates

Lag 0

Overall PM10
Ppoverty (%)
P>65 (%)
¯c
3
X
PM10 (g/m )
a

Lag 1

Lag 2

0.350 (0.099, 0.815)

0.380 (0.078, 0.828)

0.236 (0.183, 0.667)

0.015 (0.141, 0.112)
0.050 (0.224, 0.123)
0.003 (0.065, 0.055)

0.011 (0.113, 0.131)
0.027 (0.144, 0.207)

0.040 (0.074, 0.160)
0.005 (0.175, 0.169)
0.006 (0.064, 0.053)

0.004 (0.065, 0.058)

PM10 is entered independently in the model. Posterior means (95% posterior support intervals) of coefficients for the relationship between true relative
 Pc M10). Results are reported
rate  c), percentage of people in poverty (Ppoverty), percentage of people older than 65 (P>65), and mean level of pollutant (X
using concurrent day’s (lag 0) pollution values to predict mortality, using previous day’s (lag 1) pollution levels, and using pollution levels from 2 days
previously (lag 2).

Table 3. Posterior Means (and 95% Support Intervals) of Elements of  Under Three Models (Baseline Bivariate, Baseline
Univariate, and Spatial)a
Model

Std of PM10 Effects

Std of O3 Effects

0.60 (0.42, 0.84)
0.87 (0.65, 1.18)
0.90 (0.65, 1.24)

0.84 (0.51, 1.29)
1.04 (0.75, 1.41)
1.05 (0.75, 1.39)

Baseline Bivariate
Baseline Univariate
Spatial
a

Correlation Between
PM10 and O3 Effects

0.12 (0.60, 0.42)

c
c
Std of PM10 effects = standard deviation across locations of  PM10
; Std of O3 effects = standard deviation across locations of  O
3; correlation between PM10
c
and O3 effects = correlation between cPM10 and  O
3.

regional effectsEAST, SOUTH, and WEST are 0.20 (0 to 0.44),
0.1 (–0.2 to 0.39), 0.52 (0.27 to 0.75), suggesting that the
adverse health effects of PM10 on mortality in the West US
was larger than in the East and South US.
We have assessed the robustness of the results with
respect to choices of the model (univariate, bivariate, spatial), of the lag-structure (lag 0, lag 1, lag 2), and of the prior
distributions. Our sensitivity analysis compared 27 alternative scenarios (3 for model choice, 3 for lag structures,
and 3 for prior distributions). For these scenarios we

compared the posterior probability that the overall effect
of the PM10 is larger than 0. The consequences of these
choices are shown in Table 4. Significant effects of PM10
on total daily mortality were observed in all 3 models
(weaker under a spatial model with 2 days prior—lag 2—
pollution predicting mortality). When both pollutants
were included in the model, adverse effects of PM 10
become stronger. Spatial analyses slightly attenuate the
effects.

Table 4. Posterior Probabilities That Overall Effects of PM10 Are Larger Than 0 by Lag and by 3 Prior Distributions Under
3 Models (Baseline Univariate, Baseline Bivariate, and Spatial)a
Prior 1

Prior 2

Prior 3

Model

Lag 0

Lag 1

Lag 2

Lag 0

Lag 1

Lag 2

Lag 0

Lag 1

Lag 2

Baseline Univariate
Baseline Bivariate
Spatial

0.95
0.98
0.89

0.96
0.99
0.92

0.90
0.97
0.85

0.93
0.99
0.91

0.95
0.98
0.94

0.93
0.97
0.84

0.95
0.98
0.88

0.96
0.99
0.89

0.90
0.97
0.84

a

The 3 prior specifications lead to the following 95% support intervals of the overall effects and the city-specific effects, and to the following 75% support
intervals for the spatial correlation for the relative rates of the 2 closest cities: Prior 1: (20, 20), (4, 4), (0.16, 0.8); Prior 2: (4, 4), (4, 4), (0.16, 0.8);
and Prior 3: (4, 4), (4, 4), (0.64, 0.9).
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DISCUSSION
We have developed a statistical model for obtaining a
national estimate of the effect of urban air pollution on
daily mortality and illustrated its use. Because estimation
of a national pollution-relative rate is the primary objective of NMMAPS, we used a 2-stage approach that allowed
the modeling effort to focus on combining information
across cities. In the first stage, we used a log-linear regression to estimate a pollution-relative rate for each city while
controlling for the city-specific longer-term time trends
and weather effects. Because we had no specific scientific
interest in the time or weather effects, we made no effort to
impose modeling assumptions to enable us to borrow
strength across cities when estimating the effects on mortality of these variables.
In the second stage, we regressed the true relative rates
on city-specific covariates to obtain an overall estimate
and to estimate the variation among the coefficients across
cities. We then generated posterior estimates of the overall
pollution effect and of the city-specific effects using
MCMC methods. We used 2 models for combining information across cities. The first treated relative rates from
different cities as independent of one another. The second
allowed the possibility of geographic correlation among
the true coefficients.
Although only a first step, the modeling described here
establishes a basis for carrying out national surveillance
for effects of air pollution and weather on public health.
The analyses can be easily extended to studies of causespecific mortality and other pollutants. Monitoring efforts
using models such as the one described here are appropriate given the important public health questions that
they can address and the considerable expense to government agencies for collecting the information that forms the
basis for this work.
An alternative modeling strategy would have been to
use a single large MCMC method to estimate simultaneously the parameters in the log-linear models within
each city, the overall estimate of the pollutant, and all of
the nuisance parameters. Such a model would borrow
strength across cities to obtain more precise estimates of
the nuisance functions for each city. This type of approach
would be necessary if there were limited information
about the nuisance parameters within each city as, for
example, in the Neyman and Scott (1960) problem. As this
was not the case in our investigation, we focused the modeling and computing effort on combining city-specific relative rate estimates to obtain a national average relative
rate.
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If the likelihood function for the pollution relative rate
and the nuisance parameters is well approximated by a
Gaussian distribution, then our approach will give a close
approximation to the posterior distribution from an
MCMC that simulated both the parameters of interest and
the nuisance parameters. We compared the marginal posterior of the  c obtained using a full MCMC with our
normal approximation for a few cities; they were indistinguishable.
This new hierarchical method will be applied to data
from 90 US cities. The 20-city example shows the potential
for this approach to provide a summary estimate of the effect
of particulate matter while controlling for other pollutants
and considering differences in city characteristics.
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COMMENTARY
Health Review Committee

INTRODUCTION
The National Morbidity, Mortality, and Air Pollution
Study (NMMAPS)* was designed to address uncertainties
regarding the association between particulate air pollution
and daily mortality. It was initiated in 1996, as the US
Environmental Protection Agency (EPA) was reviewing the
National Ambient Air Quality Standards (NAAQSs) for
particulate matter (PM). The EPA PM Criteria Document
(1996a) described studies from cities around the world
that observed excess daily mortality associated with PM.
Some observers, however, pointed to differences among
the results from individual locations as suggesting that the
association between PM and mortality is not one of cause
and effect (Moolgavkar and Luebeck 1996). They observed
that few studies had adequately addressed the possibility
of confounding or effect modification by the non-PM pollutants, and when these issues were addressed, there was
some evidence of an impact on the PM-mortality association (Moolgavkar et al 1995; Gamble and Lewis 1996).
Thurston and Kinney (1995) observed that various statistical approaches to modeling of time-series data produced
different results in the same data sets, and therefore the
variation in methods might be an alternative explanation
for differences in findings between cities.
Lipfert and Wyzga (1997) posited that errors in the measurement of air pollution exposure, attributable to both
instrumental error and presumed lack of correlation
between personal exposure and centrally measured
ambient concentrations, made it difficult to attribute any
observed excess in mortality to PM. McMichael and colleagues (1998) and Lipfert and Wyzga (1995) noted that
even if the findings from current studies did indicate that
excess daily mortality was caused by PM, the magnitude of
reduction in life expectancy was unclear. If all the excess
risk was confined to those frail persons who would have

* A list of abbreviations and other terms appears on page 13.
†
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lived only for a few days longer if unexposed (a slight
shortening of lifespan known as mortality displacement or
harvesting), then the overall public health impact might
not be as great. The EPA noted this uncertainty as well, but
the results of two US prospective cohort studies (Dockery
et al 1993; Pope et al 1995) were cited as evidence of larger
reductions in life expectancy (EPA 1996b).
To conduct a nationwide multicity study, and to address
the issues of measurement error and mortality displacement, new analytic methods were needed. NMMAPS Part I,
Methods and Methodologic Issues, presents 5 sections that
describe statistical methods that Dr Jonathan Samet and
his colleagues developed to address exposure measurement error, mortality displacement, and model building
for evaluating mortality in multiple cities and for multiple
pollutants.† The methods for the multicity analysis are
applied in NMMAPS Part II, Morbidity, Mortality, and Air
Pollution in the United States, which presents results of
analyses of overall and cause-specific mortality associated
with PM and other pollutants in the 20 largest US cities
and with PM alone in the 90 largest cities.
The original objectives of NMMAPS are well delineated
in the Investigators’ Report. NMMAPS Part I meets the
objectives of methods development as described in the
Overview. NMMAPS Part II addresses many of the
remaining objectives, including an application of the multicity models developed in Part I, using data from the EPA,
National Center for Health Statistics (NCHS), Health Care
Financing Administration (HCFA), US Census, and
National Weather Bureau. Also, the investigators are continuing to analyze the database, including analyses that
combine morbidity and mortality data in several of the
same cities considered in Part II; the findings will be published as a separate report.
Development of the methods in this report, which consider and examine issues of exposure measurement error
and mortality displacement, has advanced the field of air
pollution epidemiology in a major way, as has the application of the hierarchical models to analyze multiple cities
and pollutants. Each of these issues is discussed below.

EXPOSURE MEASUREMENT ERROR
SCIENTIFIC BACKGROUND
NMMAPS Part I developed a conceptual framework and
analytic approaches for considering the effect of exposure
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measurement error on relative risk estimates. In epidemiologic studies, errors in measuring, quantifying, or classifying exposure can affect estimates of the association
between exposure and health outcomes. Exposure measurement error not only includes any errors resulting from
the measurement instrument, but also considers the error
in assigning an individual’s exposure based on instruments
some distance away from each individual. Statisticians
have investigated measurement error for at least half a century and have identified methods to overcome it. Statistical
theory shows that in many situations the effect of exposure
measurement error is to bias the estimate of association
toward the null—that is, to lessen the estimated magnitude
of any effect. Therefore, in these circumstances, the magnitude of the true unbiased effect would be larger than the
observed (biased) effect estimate. This bias toward the null
is not always the case, however.
One situation in which the bias is not towards the null
occurs when a single measured value is taken to represent
exposure in many individuals, whose average true exposure is equal to this single measured value. The resulting
measurement error (called Berkson error) causes little or
no bias in the effect estimates. Perhaps most worrisome are
errors in measuring a variable that is confounding the association of interest, which can bias the effect estimate of
that association in either direction. Error in measuring the
variable of interest, if this error is correlated with an
unmeasured or poorly measured confounding variable,
can also lead to bias in either direction.
The impact of measurement error in ecologic time-series
studies of air pollution has not been well studied. Thus, the
generic criticism of these studies is that, because ambient
air pollution is a poor measure of individuals’ personal
exposures, any positive results are likely to be spurious.
Low correlations in studies comparing personal and
ambient exposures appear to support such concerns. These
concerns have been countered by findings that changes in
pollutant concentrations at fixed central sites over time correlate well with changes in individually measured concentrations over time. Whereas ad hoc approaches have been
used to address the effects of measurement error in these
time-series studies, this report provides the first systematic
consideration of how exposure measurement error might
affect risk estimates between measures of PM less than 10
mg in aerodynamic diameter (PM10) and mortality.

The authors review the basic theory of measurement error
effects, emphasizing the distinction between classical
error, which causes bias in measures of association in most
situations, and Berkson error, which causes little or no
bias. This distinction provides the key to the framework
proposed for the time-series context, where error is decomposed into 3 components, one of which is demonstrated to
be of the Berkson type and therefore should not bias the
association under investigation.
The 3 components of exposure measurement error discussed by the authors include differences between (1)
individual exposure and average of individual exposures,
(2) average individual exposure and true ambient exposure, and (3) measured ambient exposure and true ambient
exposure. The components are primarily conceptual
because the true exposures cannot easily be measured. The
major Berkson error component is the difference between
an individual’s actual exposure to a particular pollutant
and the average individual exposures of everyone in the
city of interest. Strictly, this is a weighted average, but the
authors convincingly show that the weights are usually
unimportant. Therefore, if the true average population
exposure were known and used in the time-series regression, the estimate of increment in risk per unit exposure
would apply without bias to both individuals’ exposures
as well as the population average. The average is not
known, however, and it is the ambient exposure measured
by one or a few monitors that is generally used. The difference between the monitor measurements and the average
personal exposure is the remaining error [components (2)
and (3)] and is not of the Berkson type, and thus is likely to
introduce bias in the effect estimate.

Section 1

The authors further decompose this remaining error into
the last 2 components: the difference between the average
personal exposure and the true ambient exposure, and the
difference between the true ambient exposure and the
measured ambient exposure. It is not entirely clear what
the true ambient exposure is, or how the further decomposition is useful. The authors argue, however, that the difference between the true and measured ambient exposure
is likely to be of the Berkson type (introducing no bias).
This would leave only the difference between average personal and true ambient exposure as likely to cause bias.
The reasons for believing the third component (the difference between measured ambient and true ambient exposure) to be of the Berkson type are not clear, however. As
the distinction is not used further, the issue appears to be
academic; and this extra component may unnecessarily
complicate the model.

In section 1, Zeger and colleagues establish a conceptual
framework for considering exposure measurement error.

The approach suggested by the investigators for correcting estimates of pollution-mortality relationships

TECHNICAL EVALUATION
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broadly follows the relatively straightforward statistical
method known as regression calibration (Carrol et al
1995), which assumes availability of data on both the
error-prone daily ambient exposure measurements and
personal exposure measurements for some persons on
some days. These data are used to calibrate, that is, adjust,
the ambient exposure measures by estimating from a
regression model the change in average personal exposures corresponding to a unit change in ambient exposures. Once this calibration factor is known, the estimated
change in mortality per unit change in ambient exposures
can be corrected so that they apply to changes in personal
exposures.
In section 1, the regression calibration is applied to
data from the Particle Total Exposure Assessment Methodology (PTEAM) personal exposure study (Ozkaynak et
al 1996) that included personal exposure measurements
in Riverside, California, and ambient measures for the
same days. The calibration regression found that a change
of 1 g/m3 PM10 in the ambient measure was associated
with a change of 0.60 g/m 3 PM 10 in average personal
measures. Since the time-series analysis provides an estimate of effect for ambient exposures, the calibration
factor for estimating the effect of personal exposure from
an observed effect of ambient exposure, in this example,
is 1/0.60 = 1.67. That is, the error introduced by using
ambient exposure instead of personal exposure in estimating change in mortality per unit exposure can be
adjusted, and, in this example, the adjustment results in a
greater risk of mortality.
Using this method to estimate confidence intervals (CIs)
for this risk estimate underestimates uncertainty, however,
as the CIs do not reflect the imprecision in the calibration
slope estimate (0.60). In section 1, simulations produce CIs
without this limitation; the simulations in the example
data were very similar to the calibration slope estimate.
The simulation approach has the flexibility to extend to
more complex situations, as illustrated in section 2. Simpler (but less easily extended) alternative methods for
obtaining correct CIs are available (Rosner et al 1992;
Carrol et al 1995), but were not considered in this report.
The regression calibration example in section 1 focuses
on error in measuring exposure to a single pollutant. The
authors, however, consider the theoretical impact of error
in confounding variables and calculate bias under the classical error model with 2 exposure variables. These calculations confirmed conclusions from a similar exercise
(Armstrong et al 1989) showing that, when 2 variables are
correlated, errors in one can affect both regression coefficients, and that the effect on the regression coefficient of
the other variable can be in either direction. When the 2

variables are measured with error and the errors are correlated, this cross contamination can be particularly pronounced. The authors adopted a simplified model for
these calculations, and they reasonably argue that, even if
this model is imperfect, the results give insight into the
likely major consequences of exposure measurement
errors.
Given the recognition that the relationship between
observed ambient pollution and mortality is a biased estimate (usually underestimate) of the relationship between
personal exposure and mortality, it becomes important to
know which exposure-mortality relationship is useful for a
specified purpose. Section 1 includes a discussion of this
question. Because pollutant-level regulations are pertinent
to ambient exposures, there is a prima facie argument that
it is the (uncorrected) relationship between ambient exposure and mortality that is relevant for regulation. In this
case, however, the distinction between measured and true
ambient exposure, if clearly defined, could be important.
The relationship between personal exposure and mortality
remains important from a scientific and public health perspective, but it is less relevant to regulators. Specific interpretation of this relationship, however, raises questions
discussed in the NMMAPS Part 1 report about the relative
contribution to total exposure and toxicity of inhaled particles of those originating from ambient air and from
indoor sources. Unfortunately, data that might be useful to
answer these questions do not exist.
The development of the error framework, which appears
sound, provides insight into the likely magnitude of effects
of error, which overall is less than would be anticipated if
a substantial component of the error was not of the
Berkson type. This discussion also provides a statistical
motivation for a method to correct estimates of pollutionmortality relationships for bias using data from small personal exposure studies with both personal and ambient
exposure measurements.
An important consideration to drawing conclusions
from this theoretical evaluation of effects of errors for
actual ecologic time-series studies is the paucity of realworld data to examine the extent of errors and correlations
between the variables and their errors (including crosscorrelations). Complete reassurance that errors in measuring exposures could not have caused spurious associations (or more generally have led to bias toward the null)
will have to await the collection of more exposure data. We
agree with the conclusion of the authors that, for bias away
from the null to be large, there would need to be high correlation between the true exposure and confounding variables, or between errors in these. We suggest that an
additional theoretically possible cause of such bias is
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substantial correlation between errors of measurement of
exposure and other risk factors for death.
Section 2
Section 2 develops the framework established in section
1 by applying a form of the regression calibration biasreduction method to situations where the information
available on the relationship between the true and
observed exposures has a hierarchical or grouped structure. The hierarchical structure is the result of data provided from studies conducted in several different cities.
The data for each city included personal exposure measurements made on several individuals on several days,
which are compared with the measured ambient exposure
levels for those cities on the same days. The hierarchy
comprises individual persons within cities and cities
within the totality of the data set, allowing ambient-to-personal regression calibration slopes to be calculated for
each city. To estimate the regression calibration slope for a
new city, some sort of average of the city-specific slopes is
needed. An appropriate statistical model should reflect
uncertainty in the estimate of the calibration line for each
city and also variation in calibration slopes between cities.
Section 2 uses a Bayesian modeling approach and the
computational method called Markov chain Monte Carlo
(MCMC). The Bayesian MCMC method is well established
and has been used to address other regression problems
with measurement error (Richardson and Gilks 1993), but
its application to ecologic time-series studies with measurement error is new. An advantage of this approach is that
it can incorporate complexities into the modeling that
would cause problems in other methods. Thus, the loglinear Poisson regression model for time series could be
linked to the hierarchical validity data without the need
for simplifying assumptions that might be inappropriate.
Results from Bayesian analyses are in a different form
than those from more familiar methods. For example, in
the Bayesian analysis, the posterior mean and 95% posterior support intervals correspond to the more familiar
point estimate of effect (such as relative risk) and 95% CI.
This section also refers to the posterior interquartile range
(IQR), which is roughly equivalent to a 50% CI.
As an example of the proposed method, time-series data
from Baltimore are used to make a measurement error
corrected estimate of change in mortality per 10 g/m3.
Information on the relationship between ambient exposures and average personal exposure measurements was
obtained from personal exposure studies in 5 cities. The
average calibration slope (change in personal exposure per
unit change in ambient exposure) across these 5 cities was
estimated as 0.54 (compared with 0.60 found in Riverside,
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California, in section 1). However, individual city slopes
varied among cities from 0.33 to 0.72, which is more than
can be explained by chance. The posterior mean increment
in mortality per 10 g/m 3 ambient exposure was 0.9%
(IQR, 0.67% to 1.12%). The corresponding figures for
increment in mortality per 10 g/m3 personal exposure,
using the information from the calibration slopes, were
1.44% (IQR, 0.94% to 1.88%).
For comparison, the simple form of regression calibration described in section 1 was also used. The results of
the regression calibration were similar to those from the
Bayesian MCMC hierarchical model, but since the simple
estimate did not reflect uncertainty in the calibration
slope, the 50% CI was somewhat narrower than the IQR.
Some analyses of sensitivity of conclusions to model
assumptions were made, which were broadly reassuring
that specific assumptions were not critical.
The method described and illustrated in section 2
reflects the complexity of the context more fully than alternative methods, and it is flexible enough to extend relatively easily to incorporate details of data structures that
may differ somewhat from those considered in the section.
These strengths come at the cost of complexity in analysis
and model assessment. Using the data on which the
methods were illustrated, the simple and more complex
methods gave similar results, but this may not always be
so. In future considerations of exposure measurement
error, methods of intermediate complexity may be worth
considering in addition to the extremes of simplicity and
sophistication described in this section.
CONCLUSIONS
Sections 1 and 2 advance our understanding of the
effects of error in measuring air pollution in time-series
studies. They present a theoretical model to test systematically what effect the relationship between personal exposures and ambient exposures might have on the observed
increase in mortality associated with PM10. These sections
identify the likely direction of bias due to typical error
(toward the null) and offer practical methods for its reduction. Lack of available information on the magnitude of
measurement error means that the use of these methods to
obtain estimates of the magnitude of bias (currently estimated to reduce the magnitude of the association by about
half) is limited. They should be considered illustrative and
tentatively suggestive of typical values rather than definitive. Studies relying on poor measures of ambient concentration will experience greater bias than those with good
ambient measurements. Theoretical considerations of
errors of measurement in multipollutant models and in
confounding variables suggest that only highly correlated
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variables and/or errors would produce substantial bias different from that described above. General absence of measured data on these errors and correlations, however,
precludes confirmation that such conditions are not
present. More data are being obtained in HEI, EPA, and
other studies that should lead to more confident and specific conclusions.

MORTALITY DISPLACEMENT
SCIENTIFIC BACKGROUND
Mortality displacement, also referred to as harvesting,
refers to premature death in the frailest members of a population—individuals who are near death die only slightly
sooner than they would otherwise. If mortality displacement occurs, other, nonfatal, health consequences would
be expected among less frail individuals. One might
expect an acute increase in deaths among the frailest
people in the population to signal a need for serious intervention to prevent further mortality and morbidity.
This idea of mortality displacement received empirical
support from the observation that, for a period following
the London Fog episode of very high air pollution levels in
1952, fewer deaths were observed than would have normally been expected. This was presumably due to the
depletion during the pollution episode of a pool of susceptible individuals who would have died only a few days
later if not for the London Fog. Recently, McMichael and
colleagues (1998) and Lipfert and Wyzga (1995) have
stated that the excess daily mortality measured in the timeseries studies might be only, or largely, due to such shortterm mortality displacement.
Drs L Cifuentes and LB Lave (Carnegie-Mellon University, Pittsburgh PA, unpublished data, 1996) demonstrated
short-term mortality displacement by estimating expected
deaths in Philadelphia across a 6-year period and then
comparing this estimate to actual deaths that occurred
during episodes of elevated total suspended particles
(TSP) that lasted 3 days. The authors found that, at the
beginning of the episode, the number of deaths was higher
than expected when they compared it with the estimated
average death rate. At the end of the episode, the authors
found that the number of deaths was lower than expected.
The excess deaths found were in addition to the excess
deaths estimated by the Poisson regression model. The
authors suggested the observed short-term excess of death
at the beginning of the TSP episode was due to exposure to
elevated TSP. Dr Claudia Spix (unpublished observations,
1998) has also developed modeling methods to consider

how short-term mortality displacement might affect estimates of air pollution and mortality.
In this report, mortality displacement as described by
Zeger and colleagues in section 3 involves 3 steps. First,
the investigators proposed and investigated a 2-compartment model for mortality displacement, concluding that
mortality displacement will only reflect itself on shortterm time scales. Second, they evaluated a time-series
model of the mortality–air pollution association that estimates the pollution relative risk at different time scales
(year, season, month, day), referred to as the frequency
domain log-linear regression approach. Taking the above 2
steps into account, the investigators propose a mortality
displacement–resistant estimator that “sets aside” the
short-term association that is subject to the influence of
mortality displacement.
If short-term mortality displacement were the only
reason for the association seen between mortality and pollution, effect estimates for long time periods (eg, a year)
would show no effect. Therefore the authors conclude that,
by examining the regressions using longer time periods,
the pollution mortality association can be estimated
without being biased by short-term mortality displacement. Schwartz (section 4) uses methods conceptually
similar to those of Zeger and colleagues and applies them
to studying total, chronic obstructive pulmonary disease
(COPD), pneumonia, and ischemic heart disease (IHD)
mortality in Boston.
TECHNICAL EVALUATION
In the analysis of the association between mortality and
PM in section 3, the fact that mortality displacement may
be occurring is not the main issue. Rather, the authors propose a method for estimating the air pollution mortality
association that is insensitive to any mortality displacement effect.
The investigators first examine consequences of mortality displacement using simulation techniques similar to
the ones used by previous investigators, assuming that
individuals move from a healthy state to a frail (vulnerable)
state, and are then susceptible to death. They demonstrate
via computer simulations that mortality displacement
occurs in the short term, by varying the average amount of
time spent (between 3, 30, and 300 days) in the frail state,
called the mean residence time (MRT). The simulations
showed that if mortality displacement is the only source of
the mortality–air pollution association, this association is
near the null value at twice the MRT. This was true for each
of the scenarios (3, 30, and 300 days).
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The next step was to look at the association between air
pollution and mortality using different time scales; that is,
the data are expressed across year, season, month, week,
and day. Regression techniques are applied to produce a
regression coefficient that quantifies the association between mortality and pollution for a particular time scale.
If only mortality displacement accounts for the association between air pollution and mortality, then at very low
frequencies (time scales varying over a long period, such as
a year), no mortality displacement effect will result. At very
high frequencies (time scales varying over short periods),
such as a day, complete mortality displacement effect
would be the result. Somewhere in between, a mortality
displacement–resistant estimator can be determined. This
estimator will then ignore all coefficients that correspond
to periods shorter than twice the MRT in the frail group.
Data from Philadelphia are used in an example to assess
the association between air pollution and mortality that is
independent of mortality displacement. Figure 3, section
3, gives the estimates of mortality log relative risk associated with exposure to TSP over time. The pattern is different from that expected if mortality displacement is the
sole explanation of this association. The figure shows that
at low frequency (that is, long time periods, such as a year)
there is an association between exposure to TSP and mortality that is different from 0 and is positive. At high frequencies (or shorter time periods, such as a day) there is a
decrease in the association that comes close to 0. This is
exactly the opposite of what is expected if mortality displacement is the only explanation of the association.
Section 4 similarly examines data from Boston over different time scales (or frequencies) for the association
between air pollution levels and death rate at each of the
different time scales. Here the author expected to find associations partly reflecting the effects of mortality displacement at the shorter time scales. Associations are also found
at the longer time scales, however, which would suggest
that death is being advanced by more than a few days.
The investigator separated the time-series data of daily
deaths, air pollution, and weather into components of different wavelengths, or frequencies. These components are
the low-frequency or long time-scale component, which
will account for seasonal and annual trends in mortality;
the moderate frequencies or mid-range time-scale component, which correspond to a time scale of a couple of
months; and the high-frequency or short time-scale component (days), which is proposed to demonstrate mortality
displacement.
Having separated out the mortality displacement and
season effects, associations between air pollution and mortality that are not biased from these other factors can be
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investigated. The midscale range is defined at different
time scales (frequency ranges) of 15, 30, 45, and 60 days.
Associations between air pollution and mortality of different subgroups (COPD, pneumonia, and IHD) are investigated to establish time frames of impact—that is, where the
largest impact on the association is seen. For COPD it
seems to be a matter of days; for pneumonia and IHD it
appears that exposures on the order of weeks or months
have a significant impact.
One potential concern with interpreting the effects at
the longer mortality displacement–resistant time scales is
determining whether they are confounded by long-term
time trends in the data. It is clear that the choice of frequencies removed from the data can have a substantial
impact on estimates of effect (Cakmak et al 1998). If such
confounding is present, then it is difficult to make conclusions about the implications of observed large effects at
these longer time scales on the role of mortality displacement. In selecting the time scales of interest, one must
somehow choose those that resist the effect of mortality
displacement while still adequately controlling for effects
of long-term temporal trends or cycles. We need to have
assurance that longer-term time trends or cycles are adequately controlled before the findings of these mortality
displacement sections can be taken as definitively supporting the intended interpretation.
Other issues that complicate interpretation of the
observed estimates of effect at the larger time scales are
those of cumulative effects, chronic effects, and lagged
effects. Cumulative and chronic effects would require a
certain pattern or period of exposure before they occur.
Cumulative effects require that the condition worsens or is
more likely to occur with each successive exposure.
Chronic effects are similar to cumulative effects, but the
term is more regularly used in association with an illness
or disease that is simply long term regardless of exposure
duration. A lagged effect in this context refers to an acute
effect that follows the exposure by a day or more. The
implications of the observed effects at the longer time
scales for cumulative, chronic, and lagged effects,
assuming these effects are not due to confounding, are not
clear. Presumably there is little implication for lagged
effects, since one can still address issues of lags using the
longer time scales, as the investigators did. What is not
clear is whether effects at the longer time scales imply
something about cumulative or chronic effects. As more
experience is gained with the approaches taken by the
investigators, more insight into these issues may be gained
as well.
The pollutant that might be associated with the shortterm displacement is an additional consideration when
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interpreting the findings. PM was the only component of
the air pollution mix that was assessed in both sections on
mortality displacement, and it has not been determined
whether the short-term displacement reflects an effect of
PM, an effect of another closely correlated air pollutant, or
a more general effect of the air pollution mix.
Although sections 3 and 4 take conceptually similar
approaches to addressing the issue of mortality displacement, there are some differences. The principal difference
is estimating effects over a continuous time scale versus
estimating effects at a few discrete time scales. One advantage to the continuous time scale is the ability to display
estimates over the entire frequency spectrum. One disadvantage perhaps is that the procedure seems less transparent to those less expert in the statistical methods.
A second difference between the 2 sections is the focus
on total mortality for Philadelphia (section 3), whereas
cause-of-death categories were also evaluated for Boston
(section 4). For Boston, effects were observed at the shorter
time scales for COPD, but at the longer time scales for
pneumonia and IHD. An attempt was made to interpret
these findings, but questions regarding the interpretation
remain. It could be argued that it would be more plausible
for pneumonia and cardiovascular deaths, rather than
deaths due to COPD, to exhibit the effects at short time
scales. Here, as in the interpretation of the effect estimates
at long time scales, however, it becomes easy to confuse
cumulative, chronic, and lagged effects. Regardless, it will
be interesting to see whether the patterns of effect at the
various time scales by cause of death are consistent in
Boston and Philadelphia, as has been proposed.
CONCLUSIONS
The investigators’ examination of the role of mortality
displacement using 2 different but related statistical
methods is an original approach to evaluating whether
more than a short-term displacement of mortality is occurring. The approach is convincing with a few qualifications.
First, because PM was the only component of the air pollution mix that was assessed, it has not been determined
whether this phenomenon is reflecting an effect of PM, an
effect of another closely correlated air pollutant, or a more
general effect of the air pollution mix. Second, given our
lack of experience with these methods, it is also possible
that use of time scales longer than a few days required by
the techniques reintroduces bias from long-term time
trends that influences the estimates of effects beyond a few
days. Third, the approach does not allow a simultaneous
assessment of the relative impact on mortality of both
short-term displacement, if one is present, and longer-term
effects.

As the authors have proposed, we need a more formal
comparison of the methods described in the 2 sections,
both to each other and to other approaches, to further our
understanding of this issue. Given that this is the first
application of this approach, replication of the findings in
other settings is also needed; the general similarities in the
findings from Philadelphia and Boston suggest that the
findings could be reproduced in other settings.

NMMAPS METHODS
SCIENTIFIC BACKGROUND
Many components of ambient air pollution often derive
from the same (combustion) sources, and therefore are at
least moderately correlated over time in most urban areas.
For this reason, epidemiologic studies of daily mortality in
single cities are limited in their ability to estimate the
independent effects of these individual components
(Samet et al 1997). NMMAPS is based on the assumption
that a multisite study that spans geographic areas differing
with respect to the concentrations of the various components of ambient air pollution will provide better estimates
of the independent and combined effects of each component than will combining several single-site studies after
studies are completed. In addition, a multicity study offers
the opportunity to explore characteristics of the environment or the population that might modify the effect of air
pollution on daily mortality. Although these insights did
not originate with NMMAPS, the investigators have
applied them in new ways that are intended to improve on
earlier approaches.
Consistency of effects over many different geographic
areas can be useful in establishing evidence of an association, after proper adjustments have been made to account
for differences in pollution profiles and population characteristics. One approach to examining results from several cities, combined in one analysis, has been the metaanalytic approach, which is a statistical method that provides a summary statistic of association using findings
from available studies.
NMMAPS also combines results from individual cities.
The NMMAPS approach differs from the previously used
meta-analytic approach, however, in 2 potentially important ways. First, NMMAPS is based on a national air
monitoring network, the Aerometric Information Retrieval System (AIRS) database, maintained by the EPA.
NMMAPS sites were selected from this sampling frame in
an explicit and prespecified fashion, as contrasted to the
approach used in previous meta-analyses where sites were
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not selected in a specified way. This sampling method alleviates concerns that selection or publication bias (the likelihood that studies with positive findings will be
published more frequently than negative studies) will
influence the reporting of NMMAPS findings in the scientific literature.
Second, in NMMAPS the multisite data are combined
using a 2-stage Bayesian hierarchical modeling approach
rather than the more informal meta-analytic methods
applied previously. The first stage uses a standardized
approach to estimate city-specific relative risks using loglinear models, employing adaptive smoothing techniques
to adjust for time trends and potential confounders. The
city-specific models build on extensive prior experience
gained in the Particle Epidemiology Evaluation Project
(PEEP) study concerning how best to control for confounding factors such as weather, day of the week, seasonality, and long-term trends in mortality (Samet et al 1997).
Semiparametric smoothing techniques are used separately by city to adjust for fluctuations in possible effects
on mortality from weather, day of the week, age-specific
long-term trends, and other factors in a standardized
fashion. The advantage of these semiparametric methods
of adjustment is that they avoid the need to make modeling
assumptions such as linearity, and they are therefore a
good choice to use when adjusting for factors such as seasonality and weather, where the exact shape of the exposure-response relationship is unknown. The application of
these methods allows the data from each city to be used in
a flexible and adaptive way best suited to that particular
location.
The second stage of the analysis combines the pollutionmortality regression coefficients across the cities using a
Bayesian hierarchical modeling approach. This model provides an overall combined estimate of the effect and a unified method for examining whether other city-specific
factors, including sociodemographic and meteorologic
variables, may help explain heterogeneity of pollutant
effects on mortality across cities. In epidemiologic terms,
variables found to explain variability in the city-specific
regression coefficients are effect modifiers. This hierarchical approach also takes into account the heterogeneity
of effects across cities in computing the overall summary
measure of effect.
TECHNICAL EVALUATION
Section 5 develops the statistical model and methodologic framework to be used to model the relationship
between pollutants and mortality and to combine evidence
across multiple cities. The authors use a 2-stage Bayesian
hierarchical modeling approach that provides a flexible
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and comprehensive modeling strategy well suited to combining effects from multiple cities. Flexibility is built in to
the Poisson log-linear modeling approach used for cityspecific analyses in the first stage through the use of semiparametric generalized additive modeling that incorporates adaptive smoothing techniques. This smoothing
approach is adaptive in the sense that it allows the relationship between mortality and key covariates that fluctuate over time, such as daily temperature, to vary in
complex ways from city to city. The extent of smoothing is
controlled by the degrees of freedom (df) of the smoother,
and sensitivity analyses are used to explore the effect of
increasing or decreasing the amount of smoothing
allowed.
The goal of the first stage of the modeling is to provide
an automated approach that allows a sufficiently flexible
model to be fit to data from each individual city. The
second-stage Bayesian hierarchical model provides a natural approach to combining results across cities to provide
an overall estimate of effect. It also provides a method to
explore factors (effect modifiers) that may in part explain
city-to-city heterogeneity, that is, dissimilar associations
between air pollution and mortality by city. Finally, the
Bayesian approach also provides posterior estimates of
effect for individual cities that borrow strength from the
entire set of cities. That is, the posterior mean of the estimated effect for each city is a shrinkage estimate that takes
into account the precision with which the regression coefficient is estimated for that city, and shrinks the estimate
toward the overall combined mean. The amount of
shrinkage is less for cities with precisely estimated regression coefficients and more for cities with poorly estimated
coefficients. This approach may improve estimates of
effects of pollutants for individual cities, particularly
where the effects of pollution on mortality are poorly estimated because of small numbers of deaths. Proposed
models as applied in this section do not incorporate substantial prior opinion about parameters of interest, so that
results are not influenced to any substantial degree by possibly subjective prior information.
The general approach for modeling mortality over time
within each city is well thought out. The model attempts
to control for long-term mortality trends as well as shortterm trends due, for example, to phenomena such as influenza epidemics. Temperature variables (temperature and
dew point on the current day and average for the previous
3 days) and day of the week are also controlled for in the
model. The model stratifies on 3 age groups (<65 years,
65–75, >75), and includes interactions of age with some
other terms in the model (eg, short-term mortality trends
are allowed to be age-specific). As mentioned, smoothing
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techniques were used to model the long-term and shortterm fluctuations in mortality, as well as the effects of temperature and dew point, making the models semiparametric in that sense.
Three separate analyses were run for each pollutant,
examining effects of pollutant levels on the current day
(lag 0), prior day (lag 1), and 2 days prior to death (lag 2).
Unfortunately, because PM was measured only on every
sixth day in some cities, it was not possible to fit models
incorporating the effects of more than one lag (referred to
as distributed lag models). The models were fit assuming
independence of errors over time. Examination of the autocorrelation function of the standardized residuals indicated that correlations were very close to 0, suggesting that
this was a reasonable assumption, as well as providing
some reassurance that seasonality and short-term time
trends were adequately controlled for in the model.
The second-stage model describes between-city variation of the true underlying city-specific effects in terms of
selected city-specific covariates. It also provides a combined estimate of the overall effect of each pollutant
(univariate model) or pair of pollutants (bivariate model).
Several variants of the second-stage model are described,
including a baseline model that assumes that the true cityspecific rates are uncorrelated and 2 versions of a spatial
model, which allow the true city-specific rates to be correlated geographically using 2 different distance measures in
the correlation function. These three 2-stage models in
combination provide sufficiently broad flexibility in the
approach used to examine and describe city-to-city heterogeneity.
The sensitivity analyses (section 5, Table 4) are reassuring in that they indicate robustness of the findings to the
choice of lag exposure time, prior distributions of parameters in the Bayesian framework, and choice of second-stage
model (baseline univariate, baseline bivariate, or spatial).
Sensitivity analyses were done (results not shown) where
the df (smoothness) of the nonparametric functions modeling time, weather, and seasonality were varied over a
fourfold range. Assuming that the default df are in the generally optimal region, the finding that the degree of
smoothing had little effect on the regression coefficient of
pollutants of primary interest was reassuring.
Fitting sufficiently general models that adequately control confounders to city-specific data and finding a consistent, adjusted effect across cities while exploring the
robustness of results and fit of the model using sensitivity
analyses and other methods are important for elucidating
the associations. One potential issue with the Bayesian
hierarchical approach is its perceived complexity among
those not familiar with this relatively new application of

this methodology. In this sense, comparison of the results
obtained from this approach with simpler approaches
such as random effects meta-analysis (DerSimonian and
Laird 1986) would be of interest. Another potential limitation of the Bayesian hierarchical approach is the possible
dependence of reported results on the prior distribution.
The NMMAPS analysis, however, is based on no-information or low-information prior distributions, and their
influence should be minimal.
CONCLUSIONS
The Bayesian hierarchical approach taken to multicity
modeling is a flexible and comprehensive modeling
approach for estimating effects of air pollutants in multiple cities, combining their effects across cities, and
exploring factors leading to heterogeneity among cities.
Section 5 lays out a general methodology for carrying
out multicity analyses. The example provided in the section illustrates the methodology, but is not intended to be a
comprehensive analysis of the effects of air pollution and
mortality. NMMAPS Part II will further explore factors that
might explain heterogeneity of the pollutant-mortality
association across cities. Section 5 also lays a foundation
for addressing other important issues including (1) possible nonlinearity of the exposure-mortality relationship,
(2) variation in the exposure relationships by season of the
year (pollutant by season interactions), and (3) possible
interactions of age with other exposure variables such as
temperature or dew point.
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